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Abstract

This paper investigates how to connect low level image segmentation
with high level vision tasks. A segmentation gives a middle-level image rep-
resentation which is robust to the intensity and structure variations that cause
problems for matching based on low-level descriptors. A segmentation de-
scriptor can give more accurate and ef�cient matching of boundaries than
methods based on boundary representations. Our recognition tests on sev-
eral databases verify that when segmentations are reliable the segmentation
descriptor can provide robust matching results for recognition. To address
the problem caused by unreliability of low level segmentation, we propose a
Bayesian structure matching technique. Instead of only basing on the “ max-
imum likelihood” segmentation, all segmentations should be evaluated and
combined in the Bayesian framework. The resulting matching technique is
more reliable and more practical. Furthermore, it offers insights about low
level image segmentation as well. We demonstrate successful results in both
�elds.
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1 Introduction

Recognition is one of the most important topics in computer vision. Algorithm
performance has been shown to depend strongly on the representation of visual
appearances. Good representations should contain the critical information in a
form suitable for recognition. With a suitable similarity measure, new object in-
stances can be recognized purely based on the measured similarity with memo-
rized objects.

Though human can easily recognize objects with any structure, from simple to
highly complex, existing visual representations confrontdif�culties as the struc-
ture becomes more complex due to the greater variations in appearance. As a
consequence, decomposing complex objects into simpler parts and recognizing
the full object based on its parts has been a popular recognition strategy.

On the other hand, researchers have long recognized that human and animal
vision relies on grouping together image fragments into larger, more coherent
structures (e.g. image edge fragments are grouped into curves) or, equivalently,
on splitting up an image into potentially meaningful parts (regions), and that these
process partly precede recognition. Edge grouping/image segmentation is an im-
portant research area in computer vision and it gives middle-level abstractions
of the original low-level visual signals. Since this mid-level structure offers bet-
ter invariance and more condensed data volume compared to the low-level in-
tensity representation, most researchers believe that it should play a fundamen-
tal role in recognition. Yet there are few examples of algorithms using group-
ing/segmentation to enhance recognition, and no clear understanding of how they
can or should be used.

In this paper, we focus our investigation on image segmentation and on how to
utilize the organized middle-level representations in recognition. In the rest of the
paper, we �rst propose a segmentation representation (descriptor) for recognition.
Then, we propose an extension of this work into a Bayesian structure matching
method to address the problem caused by unreliable low levelimage segmenta-
tions. The new method is general, reliable and does not require computing image
segmentations at all. Our preliminary results show that theBayesian structure
matching approach is capable of representing complex semi-rigid objects. Using
just a similarity metric and a simple holistic strategy we can achieve near state-of-
the-art recognition and segmentation performance.
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2 A segmentation description for recognition

Segmentation is a fundamental task in computer vision whichtransfers visual sig-
nals from low-level forms to middle-level representationsfor further processing,
e.g. object recognition and scene analysis. Techniques forimage segmentation
have been intensively studied, and algorithms exploiting segmentations for high-
level vision tasks have attracted considerable attention [27, 29, 34].

When applied for recognition, segmentation is most often used to separate the
foreground regions or objects of interest from the background, (e.g. [12]). Once
the potentially interesting regions have been identi�ed, the recognition module
focuses on the corresponding subimages and their interrelations. For the related
task of classi�cation, a common approach (e.g., [34]) represents each segmented
region by a collection of image descriptors and classi�es based on the combined
vector of descriptors. In addition to these feed forward approaches, some methods
use recognition to aid segmentation, either via feedback orby running the two
modules jointly [5, 36, 11]. The realization that memorized objects and layouts
guide perceptual grouping dates back to the Gestalt psychologists.

Our approach to object recognition uses segmentation in a different way. Be-
sides separating foreground from background, a segmentation communicates the
intrinsic structure of an image. The homogeneous regions ofan image can be
considered as basic visual units giving a compressed image representation, and
the relation between segments, and their location and shape, provide information
that can be used for recognition. We propose to use the segmentation explicitly as
a descriptor, and we will recognize objects by matching the structures encoded in
these descriptors. As a bonus, we can use our approach to get automatic, objective
evaluations of segmentation algorithms in terms of their usefulness for recogni-
tion.

Recently, [30] also used the segmentation structure for recognition, buttheir
matching algorithm is expensive. More important, they use ahistogram descriptor
of a segment, which decreases the structure description accuracy. We introduce
a simpler yet more ef�cient and accurate mutual informationmeasure for exact
structure matching.

We show that our segmentation descriptor can be used to matchand recognize
objects holistically, without identifying and matching parts. Holistic recognition
is not our sole aim; we focus on this simple task since it givesa stringent test of
our descriptor and makes its usefulness as a tool for recognition easier to evaluate.
To get a more complete recognition system, one could embed our descriptor in a
traditional part–based recognition-by-components approach, using it to recognize
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object parts over subimages.
A general recognition system must also select the correct scales and orienta-

tions at which regions should be matched. The detection of salient regions prop-
erly normalized for scale and orientation can be achieved bykey-feature detectors
such as SIFT [19]. Alternatively, a recognition algorithm can incorporatea search
over scale and orientation. Since these issues are peripheral to our main contribu-
tion, we do not consider them.

Related work Many different representations have been applied for object recog-
nition. The simplest is the raw image itself. With this representation, one can use
normalized correlation or mutual information to measure image similarity. Be-
cause of the large appearance changes caused by varying the illumination, pose,
or object shape, such measures work poorly when applied holistically over large
image regions.

Recognition by components [1, 4, 9, 12] is a popular strategy that �rst detects
the possible image components of an object class and then enforces spatial lay-
out constraints on the detected components to eliminate local ambiguities. This
assumes that small image regions have simple structures andsmall variations in
their appearance, so that they match more reliably than large regions. Similarly if
spatial location information is not considered, the bags-of-features technique can
ef�ciently utilize more part features in recognition and has been enjoying great
success recently [8, 15, 17]. Still, many factors can change a component's appear-
ance and complicate its matching. Our segmentation descriptor does not include
intensity measures and can be robust to appearance variations.

Instead of the raw image, some methods seek increased robustness by using
local photometric invariants, e.g., edge features or brightness gradient orienta-
tions, as descriptors [3, 14, 19, 13]. For instance, the SIFT descriptor [19] for
a key region is based on the union of 16 orientation histograms. Shape context
[3] describe boundary structures as the collection of shape context at each bound-
ary point, which is the log-polar histogram of the coordinates of the rest of the
boundary points.

Another type of representation uses dimensionality reduction, e.g. PCA [31].
These schemes project images into a low dimensional space that gives simpler dis-
crimination. Since they work from the image, they can be considered as variations
of the low-level raw image representation.
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Figure 1: Segmentation-based representations of images. The main structures of
the images are preserved in the over-segmented images, which is more robust to
the appearance variations.

2.1 Segmentation-based representations

A segmentation gives an abstract of the image at a low spatialresolution. It is
known that rapid recognition in humans is mediated dominantly by the informa-
tion at low resolution [24].

Recognition approaches using segmentation have tried various ways of over-
coming the unreliability of segmenting bottom up. Soft integration of multiple re-
gions, and the exploiting of statistical interactions between different region types
[34], can partly compensate for segmentation's unreliability. Alternatives include
using multiple segmentations [27] and oversegmentations [25, 23]. The idea of
the latter is that oversegmenting preserves the true boundaries, which hide within
the oversegmented boundaries.

Here, we use oversegmentation since it is simple to implement and requires
less human intervention than multiple segmentation. Fig.1 shows that objects
are easy to recognize in oversegmented images, implying that such segmentations
contain enough information for recognition. These segmentation results were gen-
erated by the mean-shift algorithm EDISON [6] with an average segment size of
about 100 pixels. For this example, the segmentations vary greatly but a common
mid-level structure appears in all, especially the car wheels, window, and side.
Our experiments verify that oversegmentation, despite itsinclusion of much ran-
dom false structure, does contain enough of the correct structure to be useful for
recognition.

2.2 Region-based structure matching

We want to measure the similarity of two images based on theirsegmentations.
In principle, any technique for evaluating a segmentation can be used. There are
two general approaches, based on boundaries or regions. Boundary-based ap-
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proaches, e.g. [20], typically need to establish edge correspondences between
segmentations. Region approaches, e.g. [32, 37], use statistical measures of re-
gion consistency. Since the boundary approach can be sensitive to spatial shifts,
we adopt a region-based technique.

We use a normalized structure mutual information for region-based matching.
Compared with other matching techniques, our method has a solid information
theory foundation and can be ef�ciently computed.

Mutual information (MI) is a standard measure of the information overlap be-
tween random variables. It is often used as a similarity measure and has been
widely applied in computer vision for solving correspondence problems [33].
Given two imagesA andB, the MI between them is:

I (A; B) = H (A) + H (B) ¡ H (A; B ) (1)

whereH (A) is the intensity entropy of imageA andH (A; B ) is the joint inten-
sity entropy ofA andB. However, this de�nition of MI does not take geometry
into account, since it accounts only for intensities, not for position. To include
geometry, [26] computed MI for intensity histograms over small image neighbor-
hoods. This method gives more robustness, but its computational cost is higher
by a factor of the neighborhood area squared, and it requiresassumptions on the
local histogram distributions.

For a segmented imageA, we consider the state of a pixel as a r.v., where the
segments give the possible states of the r.v.. We de�ne the structure entropy ofA
as:

HS(A) = ¡
nX

i

pi log(pi ) (2)

wheren is the number of segments andpi is the area proportion of thei th segment
to the whole image. The structure entropy re�ects the structure complexity of a
segmentation.

The joint structure information of two segmented images,A and B, is the
structure entropy of their joint structure,C, i.e. HS(A; B ) = HS(C). In C, each
pixel's segment label is given by the two segment labels for the two segments from
A andB containing the pixel. Analogous to the de�nition of MI, the Structure
Mutual Information1 (SMI) betweenA andB is:

I S(A; B) = HS(A) + HS(B ) ¡ HS(A; B ) (3)

1After completing this work, we noticed that the SMI idea has been applied in the machine
learning community to measure the similarity of different clusterings [21].

6



HS = log(7) HS = log(7) HS = log(49)

Figure 2: The �rst two are segmented images to be matched. Thethird one is their
joint structure. The SMI for this example is 0

The de�nition of SMI is illustrated in Fig.2. If we set all pixels in a segment
to a distinct intensity value, then (1) reduces to (3). The computational cost of
SMI is linear in the image size.

How does SMI and the structure entropy compare to the standard MI and en-
tropy based on image intensities? Since the intensity entropy has no geometry in-
formation, all permutations of the pixel positions of the image leave this entropy
unchanged. For a segmentation, only a relatively few pixel permutations, e.g.
those giving the same number of regions with the same sizes, have the same struc-
ture entropy. Hence, structure entropy characterizes the geometric image structure
more accurately than intensity entropy. Permutations preserving the structure en-
tropy are more likely to give images with appearance similarto the original, and
images with high structure entropy usually have trivial, meaningless structures.
In short, structure entropy conveys more meaningful information than intensity
entropy.

Since different object/component classes have different intrinsic complexities,
e.g. motorbikes are more complex than monitors, we use the following normalized
SMI to compensate such in�uences:

S(A; B ) = I S(A; B)=HS(A; B ) (4)

S(A; B ) measures the proportion of the mutual information to the whole informa-
tion. Hence,0 · S(A; B ) · 1. For a perfect matchS equals 1.

To test the performance of the normalized SMI, we use it to measure the con-
sistency of segmentations labeled by different human subjects on the Berkeley
segmentation database. Fig.3 gives results for subject 1105 and 1109. The human
results show good consistency by our measure, but still there are big inconsisten-
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1 2 3 4 5

1.68 0.66 1.11 1.35 1.18

1.59 2.00 1.52 1.39 1.77

1.82 0.7685 2.12 0.2581 1.68 0.5351 1.68 0.6005 1.86 0.5679

6 7 8 9 10 11 12

1.48 0.97 1.98 1.17 1.35 1.60 1.19

1.97 1.35 1.90 1.20 1.49 1.60 1.40

2.18 0.5508 1.54 0.4777 2.10 0.8110 1.40 0.6641 1.59 0.7658 1.68 0.8663 1.49 0.7187

Figure 3: Segmentation consistency by human subjects.1st row: original images;
2nd row and3rd row: segmentations by subject 1105 and 1109 respectively with
structure entropy;4th row: joint structures with the structure entropy and similar-
ity values.
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cies. These come mainly from a difference in the amount of detail labeled. Our
measure does captures the similarity of the details labeledby both subjects, but
details labeled by just one reduce the similarity score. Recall that identical seg-
mentations give a perfect score of 1 and unrelated images typically score near 0,
see Fig.2. For comparison, we also give the similarities between segmentations
of different images labeled by these two subjects in Tab.1.

1 2 3 4 5 6
1 0.77 0.27 0.28 0.16 0.28
2 0.08 0.26 0.10 0.06 0.06
3 0.28 0.20 0.54 0.14 0.21
4 0.15 0.17 0.11 0.60 0.16
5 0.20 0.22 0.16 0.14 0.57
6 0.55

7 8 9 10 11 12
7 0.48 0.12 0.24 0.20 0.18 0.13
8 0.14 0.81 0.16 0.18 0.19 0.14
9 0.21 0.16 0.66 0.16 0.14 0.15

10 0.20 0.15 0.20 0.77 0.15 0.14
11 0.18 0.19 0.15 0.15 0.87 0.16
12 0.22 0.11 0.14 0.14 0.15 0.72

Table 1: Similarity confusion matrix between segmentations labeled by subject
1105 (rows) and 1109 (columns) in Fig.3.

2.3 Other edge and histogram-based descriptors

Our segmentation descriptor measures the structure of image boundaries. Other
descriptors, such as SIFT [19], Shape Context [3], Spin Images [13], [14], also
measure this structure, but they rely more strongly on localcomputations such as
edge detection.

Reliable boundary detection is easier than �nding good segmentations, but the
local computation makes the boundary locations inaccurateand subject to noise.
Also, occlusion may cause important boundaries to be missed. To make matching
robust to position shifts and occlusion without drastically increasing the computa-
tional cost, many descriptors, e.g., [3, 13, 14, 19], make the compromise of using
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Figure 4: Robustness test regarding position shifts.

histograms instead of the exact boundary map2 or full image data. This decreases
the speci�city of the structure representation and is a drawback of these descrip-
tors.

In our approach, oversegmentation computes the boundariesglobally and so
tends to locate them accurately, and matching segments gives robustness against
positional shifts and occlusion. Fig.4 gives the average normalized SMI between
a segmentation (from subject 1105 in Fig.3) and its shifted version over a range of
shifts alongx. For comparison, we also give the average normalized similarities
using intensity MI and the similarity measure by SIFT descriptors on the original
images. To compute the SIFT descriptors, the full images areresized into16£ 16
pixel size and as recommended we use the Euclidean distance to measure the
similarities. Our segmentation descriptor has good robustness to position shifts.

In summary, we expect segmentation descriptors to give moreaccurate struc-
ture matching than histogram-based descriptors when reasonable segmentations
can be obtained. Our experiments show that we can usually obtain adequate seg-
mentations by oversegmenting.

2.4 Experiments

Our goals are: 1) to test our segmentation descriptor, and 2)to evaluate segmen-
tation algorithms objectively and automatically. In both cases our criterion is

2Better boundary con�gurations can be exploited at the penalty of higher computational cost,
e.g. [3] applied shape context on each edge point with a matching complexity betweenO(n2) and
O(n3).
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Figure 5: Examples of the car rear view and face data.

the quality of recognition performance. The segmentation algorithms tested are
mean shift [6] (MS), normalized cuts [28] (NC) and multi-scale normalized cuts
[7] (MNC) (the codes used for these testing methods are available at the authors'
web sites). Note that most previous work evaluated segmentation algorithms by
their consistency with human “ground truth” labelings, whereas we evaluate them
directly by their usefulness for recognition.

We attempt to factor out issues of scale and the details of therecognition sys-
tem by using the simplest possible recognition method and running experiments
on databases with objects of a single scale. We use the UIUC car database [1]
(see Fig.1), the car rear–view database, and the face database [9] (see Fig. 5).
Since all testing classes have rigid structures, we do not have to complicate our
evaluation by using recognition–by–components.

Car side views. The UIUC database contains 170 test images with 200 car side
views, some with signi�cant occlusions. All cars are at approximately the same
scale,40 £ 100pixel size. The database also includes a training database con-
taining 500 negative image patches and 550 positive image patches all with size
40£ 100pixel.

We study matching for the entire car rather than matching components. As
discussed above, holistic matching gives a stringent test of a matching descriptor
because of the large image variations caused, e.g., by the structure variations be-
tween class members. As our recognition technique, we choose a standard boost-
ing based procedure where the weak learners are constructedas follows. Given a
training sample, we �rst compute the normalized SMI measureS between it and
all other training samples. To handle differences in the carorientations, the mea-
sure is computed for both the image and the image re�ected around they axis, and
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Figure 6: The 25 weak learners selected by the AdaBoost algorithm based on
MS segmentation descriptors and the corresponding response distributions (be-
low. light color: responses of positive samples; dark color: responses of negative
samples).

the larger value is taken as the �nal similarity value. We de�ne a weak classi�er
for the training sample using nearest neighbors, choosing an optimal threshold
to minimize the weighted error. That is, for a car image training sample, only
those samples with similarity greater than the threshold are classi�ed as cars; for
a non-car sample, only those with similarity less than the threshold are classi�ed
as cars.3 The �nal classi�er is obtained via AdaBoost [22]. The number of weak
learners used in AdaBoost affects the performance: using more weak learners usu-
ally gives better generalization. We choose 25 weak learners. Fig. 6 gives the 25
exemplars selected by AdaBoost for the mean-shift segmentation descriptor. The
25 include both positive and negative examples.

After training, the same car detection and evaluation procedure used in [1]
are applied. The recall and precision are de�ned as the percentage of correctly

3We let the boosting algorithm decide which negative examples are most useful for their dis-
similarity to cars.
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detected cars over the total number of cars in all testing images and the total num-
ber of detected cars, respectively. Training and testing takes about 2 hours with a
2GHz CPU and a 512M memory (all the implementations are in MATLAB). Fig.
7 gives some examples of the detection results.

Figure 7: Some examples of the detection results by the best segmentation de-
scriptors.

For comparison, we also use the same classi�cation/test procedure for the
SIFT descriptor4 and for similarity metrics based on the raw image. We compute
a single SIFT descriptor for each image globally and used theEuclidean distance
for the similarity metric. Note that SIFT is a quasi–local descriptor and is not
expected to give exceptional performance in our holistic matching test. We use it
as a benchmark to compare with our segmentation descriptor.

The raw image metrics tested included mutual information, normalized corre-
lation, and ordinal correlation [2]. We also tried PCA–based region matching. For
this test, we �rst used 550 positive training images and 500 negative training im-
ages to generate the eigenvectors for positive and negativesamples respectively.
We consider each eigenvector as a weak learner and choose corresponding opti-
mal thresholds. Fig.8.(a) compares the results of the various methods. To see
how the number of weak learners affects the performance, we tested mean-shift
segmentation descriptors using 5 and 100 weak learners, seeFig. 8.(b).

The MS-based segmentation descriptor gave the best performance in this test.

4We study only the SIFTdescriptor, without the keypoint detection procedure or the standard
recognition framework built on SIFT.
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Figure 8: Car detection performances: (a) AdaBoost algorithmusing 25 weak
learners; (b) AdaBoost algorithm using 5, 25, 100 weak learners based on MS
segmentations. Note that thex-axis is1 ¡ P recision, the false detection rate.

The recall-precision equal error rates using MS and SIFT (25weak learners) are
82.5% and 82% respectively. This accords with our expectation that mid-level
representations are more robust to appearance variation and occlusion than low-
level ones. The SIFT performance in our test is comparable tothe SIFT key-point
implementation of bags-of-features reported in [15]. At low false detection rates,
the correctly detected cars generally have good segmentations with many char-
acteristic car structures. As a result, our segmentation descriptor performs espe-
cially well at high precision. Note that MNC also gave good performances while
NC ranked among the worst, indicating that the reliability of the segmentation
algorithm is critical.

Though we studied holistic recognition only, our techniquealso performed
better than the recognition-by-components algorithm of [1]—despite the greater
dif�culty and worse expected performance for holistic matching. As expected,
our holistic technique did not perform as well as the currentbest recognition-
by-component [18] and bags-of-features algorithms [15] (note, however, that the
good results of [18] come partly from the extra veri�cation step, while those of
[15] rely on densely sampling the query image). we could easily embed our tech-
nique into component–based approaches such as [18, 15], and this might improve
the performance of those algorithms.

car rear views and faces [9]. The rear–view database contains 126 car rear
views. The face database contains 450 images, among which 434 faces are at
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approximately the same scale and 16 are at coarser scales. Inthis test we only
used the 434 same scale face images. The image size of these two data sets is
896£ 596. We resized the images to200£ 132. The car rear view patches
and face patches are90£ 110and50£ 50 pixel size respectively in the resized
images. For this test, we manually cut the �rst 10 samples from the �rst 10 test
images and used them as exemplars for the corresponding class. New samples
were detected based on the average similarity with the 10 exemplars. Fig.9 shows
the exemplars and the corresponding segmentations by different algorithms. Note
that faces have less complex structures and weaker contrastbetween parts than
cars. Thus, their segmentations are more affected by illumination and less reliable
than car segmentations. Fig.14 compares our results to those obtained using the
SIFT descriptor. The recall-precision equal error rates using SIFT and MNC are
92.7% and 89.9% respectively. For the car rear view data, we also tested using
shape context(SC), which is an edge feature based global matching technique.
The code for SC was adapted from the demo code available at theauthors web
site [3]. 100 sample edge points are used for each image patch. We didnot
apply SC to the other datasets because of its high computational cost. For car rear
views, segmentations can be reliably retrieved and MS segmentation descriptors
outperformed the tested edge based descriptors. The recall-precision equal error
rates using MS and SIFT are 95.7% and 87.1% respectively. Theformer compares
well with the 95.5% reported in [9] before applying exhaustive search.

Discussion. When segmentations are reliable, the best segmentation descriptors
outperformed all tested edge and histogram-based descriptors. Our results are
comparable to those of another recent segmentation approach [30] (with worse
performances on car side views and better performances on faces and car rear
views), despite their use of an expensive matching algorithm and additional in-
formation (intensity). We expect that incorporating segmentation descriptors into
current component based recognition methods will improve their performance.
On faces, global SIFT descriptors performed the best of the tested methods. SIFT
works less well on image patches with complex structure since its histogram can-
not represent the structure fully or accurately. SIFT descriptors work best as local
descriptors. Given reasonable segmentations, our segmentation descriptor can be
applied both locally and holistically.

Also note that the recognition performance is very sensitive to the quality of
segmentations. Hence our recognition based segmentation evaluation strategy has
strong discrimination powers. Among segmentation algorithms, MS and MNC
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Figure 9: The exemplars used in the face and car rear view detection test. 1st

column: exemplar;2nd-4th columns: segmentation results by MS,MNC,NC re-
spectively.
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Figure 10: Face and car rear view detection results.

showed comparable performance and both outperformed traditional NC. For im-
age patches with weak contrast between parts, MNC performs better than MS.

3 Bayesian structure matching

Bottom–up segmentations are never completely accurate or reliable. Although
we showed that oversegmentation preserves enough of the perceptually salient
image structure to give good recognition, oversegmenting does introduce large
errors in the structure description. Also, the segmentations omit important image
information, such as the boundary contrast between different segments.

In a Bayesian framework, instead of basing recognition on a best “maximum
likelihood” segmentation, one should average over all segmentations. This is im-
portant because real image data often does not constrain thesegmentation strongly
and the true segmentation may differ greatly from its “maximum likelihood” esti-
mate.

In this section, we present a matching/recogntion scheme based on this idea.
We use an af�nity matrix, such as is commonly input to segmentation algorithms,
for recognition directly. We measure the matching similarity of segmentations by
their mutual information.

Our method also offers insights about image segmentation. It is so reliable that
it gives state-of-the-art segmentations even though we implement it via a naive
greedy merging algorithm.
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3.1 Bayesian structure information

Bayesian structure entropy. Since we cannot compute good segmentations
bottom up, we follow the Bayesian strategy of averaging over all segmentations.
We de�ne the Bayesian structure entropy by:

H ¯ =
X

S®2 SEG

p®

"

¡
X

i ®

pi ® log(pi ® )

#

(5)

whereSEG is the set of all possible segmentations,S® is the®th segmentation,
andp® is the probability ofS®.

Figure 11: 15 possible segmentations of an image containing4 pixels. If 2 pixels
are in the same segment, there is an edge connecting them, otherwise not edge.

For example, Fig.11 gives a simple example for an image of 4 pixels. All 15
possible segmentations are given. If we assume that all segmentations are equally
likely, then the Bayesian structure entropy is:

H ¯ =
1
15

log(4) +
6
15

·
¡

1
2

log(
1
2

) ¡
1
2

log(
1
4

)
¸

+
3
15

log(2) +
4
15

·
¡

3
4

log(
3
4

) ¡
1
4

log(
1
4

)
¸

= 0:7969

The Bayesian structure entropy can be computed exactly only for small scale
problems, since the number of possible segmentations growsexponentially with
the image size.
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Approximating the Bayesian structure entropy. Given a speci�c segmenta-
tion S, the contribution of themth pixel to the structure entropy (2.2) is:

H (m)
S = ¡

1
AF

log(
A(s(m))

AF
) » log(A(s(m))) (6)

wheres(m) is the segment containing the pixel,A(¢) gives the area of a segment,
andAF ´ A(F ) is the total image area for imageF . The total structure entropy
is given by summingH (m)

S over all pixels. The contribution of themth pixel to
H ¯ is:

H (m) =
X

S®2 SEG

p(S®jF )H (m)
S®

» Ef log(A(s(m)))g

= log[
Y

S®2 SEG

A(s(m))p(S® jF ) ]

wherep(S®jF ) is the probability of the segmentationS® given the imageF andE
is the expectation. Thus, we can evaluate the Bayesian structure entropywithout
enumerating all segmentationsif for each pixel we can compute the expectation
of the log segment size, which is the log of the geometric meansegment size. This
is the key observation that we use to simplify the computation.

Geometric mean is hard to compute. We use the arithmetic meanto approxi-
mate the geometric mean. A widely used approximation isG = ¹ ¡ ¾2=2¹ [35],
whereG and¹ are the geometric and arithmetic means and¾2 is the variance:

Ef log[A(s(m))]g ¼ log
µ

Ef A(s(m))] ¡
Varf A(s(m))g
2Ef A(s(m))g

¶
(7)

To compute the arithmetic mean and variance, we make use of the image af�n-
ity matrix. The af�nity matrix has sizeN £ N , whereN is the number of pixels
in the image. Each entry gives the probability (or a measure related to the prob-
ability) that the corresponding two pixel lie in the same segment. Typically, the
pairwise probability is computed from local image properties according to Gestalt
principles. A simple example of an af�nity matrix, which canbe interpreted as
approximately giving the pairwise probabilities, is:

MF (m; n) =
½

exp( ¡ (Fm ¡ Fn )2

2¾2 ) if d(m; n) · D;
0 if d(m; n) > D:

(8)
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whereFm is the intensity,d is the distance function, and¾gives the expected
standard deviation of the intensity within a segment. Othercues, e.g., texture
or the presence of an intervening edge, can be used to computeM . Also, one
can construct it by averaging over many different segmentations and measuring
how often a given pixel pair belongs to the same segment. Thisis equivalent to
averaging oversegmentation af�nity matriceswith entries of 1 or 0, where the
value 1 indicates that the corresponding pixel pair belongsto a single segment.

For any pixel pairm andn, let Â(m;n ) be an indicator variable representing the
event thatm andn belong to the same segment. ThenEf Â(m;n )g = MF (m; n).
The arithmetic mean and variance of segment size for themth pixel can be calcu-
lated by:

Ef A(s(m))g = E[
X

n

Â(m;n ) ] =
X

n

MF (m; n) (9)

Varf A(s(m))g =
X

k

X

l

cov(Â(m;k ) ; Â(m;l ))

=
X

k

X

l

E[Â(m;k ) ; Â(m;l ) ] ¡ E [Â(m;k ) ]E [Â(m;l ) ]

=
X

k

X

l

E[Â(m;k;l ) ] ¡ MF (m; k)MF (m; l )

whereÂ(m;k;l ) is an indicator variable representing the event thatm, k, andl belong
to the same segment.

For the example of Fig.11, since we assume each segmentation has the same
probability, we construct the image af�nity matrix by averaging across all seg-
mentations as:

M I =

0

B
B
@

1 1=3 1=3 1=3
1=3 1 1=3 1=3
1=3 1=3 1 1=3
1=3 1=3 1=3 1

1

C
C
A

The arithmetic mean of the segment size of each pixel is:

Ef Ag = 1 + 1 =3 + 1=3 + 1=3 = 2

The variance of the segment size of each pixel is:

Varf Ag = 3(1=3)(1 ¡ 1=3) + 6(2=15¡ 1=9) = 0:80
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The approximated Bayesian entropy using (7) is 0.7985.
Due to the high computation cost to estimate the variance forreal images, we

treat the pairwise probabilities (that two pixels belong tothe same segment) as
independent. Then we have:

Varf A(s(m))g =
X

n

MF (m; n)(1 ¡ MF (m; n)) (10)

Our experiments show that even with the simpli�ed independent assumption our
Bayesian matching technique still can give reliable results. (9) and (10) imply
V ar f A (s( m ) g
2E f A(s( m ) )g < 0:5. Hence, if the expected segment size is not too small, that is,

if E f A(s(m))g = ¹ À 0:5, we expect the arithmetic mean to approximate the
geometric mean. We use this approximation in all our experiments.

For the example of Fig.11, our approximated Bayesian structure entropy
using (7) (10) is H ¯ ¼ 0:7802.

Bayesian mutual information. We de�ne the Bayesian structure mutual infor-
mation between 2 imagesF1 andF2 as:

I ¯ (F1; F2) ´
X

S® ;S° 2 SEG

p(S®jF1)p(S° jF2)I (S®; S° ) (11)

= H ¯ (F1) + H ¯ (F2) ¡ H ¯ (F1; F2) (12)

whereH ¯ (F1; F2) gives the expected value ofH (S®; S° ), which is estimated from
the joint af�nity matrix. LetM 1 andM 2 be the af�nity matrices for the two images
respectively. We assume the two images are independent, so their joint af�nity
matrix is:

M 1+2 (m; n) = M 1(m; n)M 2(m; n): (13)

To compensate for the variations in structure complexity between different
object classes, we normalize the Bayesian structure mutual information by the
Bayesian total information:

S(F1; F2) =
I ¯ (F1; F2)
H ¯ (F1; F2)

; (14)

The metricS(F1; F2) measures the proportion of the mutual information to the
whole information. Hence,0 · S(F1; F2) · 1. For a perfect matchS equals 1.
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Discussion. Image matches computed using our Bayesian structure mutual in-
formation have the same robustness to noise and spatial shifts as the segmentation
descriptor described above. However, we no longer need a previously computed
segmentation, and our results are affected much less by the dif�culty of �nding a
correct segmentation. A drawback is that our computationalcost grows linearly
with the size of the image neighborhood used to construct theaf�nity matrix.

An issue with our method is that estimates of the pairwise probabilities in the
af�nity matrix are often reliable only over a small region (D in (8) shouldn't be
large) [7]. But segments often span big image regions, suggesting thatwe may
need to estimate pairwise probabilities for widely separated pixels. However, our
experiments show that we get reliable matching as long as thesameD bound is
used for both images.

Since we estimate expected segment size over small neighborhoods, we com-
pute the Bayesian structure entropy with respect to the neighborhood size instead
of the full image size. That is, we use

H ¯ = ¡
X

m

1
AF

log
µ

Ef A(s(m))g
Am

¶
(15)

whereAm is the neighborhood size for themth pixel.

3.2 Application in image segmentation

Low level feature based image segmentation has been mainly developed based on
Gestalt principles. One shortcoming of these techniques isthe lack of higher level
motivations. The same problem exists in segmentation evaluation too. Currently,
segmentation evaluation is mostly done by comparing the consistency between
segmentations by algorithms with “ground truth” segmentations labeled by human
subjects. Due to the lack of clear high level motivations, even the “ground truth”
labeled by different subjects may contain big divergences (see Fig.3).

One major goal of image segmentation is to organize raw images into less
complex structure forms to simplify higher level vision tasks. This high level
motivation implies: 1) low level image segmentation shouldbe devised s.t. the
resulting segmentations are optimal for high-level visiontasks; 2) low level seg-
mentation algorithms and segmentation evaluation algorithms should be evaluated
as their usefulness in high-level vision tasks. Recently, advancements have been
made in applying low level segmentations in recognition [30, 27, 23, 34], but how
to devise new segmentation algorithms to optimize the performance in recognition
based on these techniques is still not clear.
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In comparison, optimal segmentation strategies can be easily developed based
on our Bayesian structure matching technique. Since our metric S(F1; F2) mea-
sures the similarity between images according to the average similarity of their
segmentations, we can also use it to measure the similarity between an image and
a proposed segmentation. (We just use the segmentation af�nity matrix MS for
the segmentationS andMF for the imageF .) Previous measures of segmenta-
tion goodness, e.g., the normalized cut [7], are just qualitative encodings of a few
desiderata. Ours is the �rst to measure a segmentation's faithfulness to the im-
age directly. For optimal recognition performance image segmentation could be
considered as akind of recognition, where instead of choosing the object model
most similar to the query image we choose the most similar segmentation. Note
that our recognition based segmentation is different from top-down segmentation
strategies [5, 11, 36, 18, 25] because no high level class knowledge or any exem-
plar is required.

Fig. 12gives examples of our computed similarities between an image and its
human segmentations. We used the af�nity matrix of (8) with D = 5, ¾ = 10.
The measured similarities are small compared to the perfectmatch value of1 and
are not always intuitive (unsurprisingly, since humans usetop-down information).
They typically increase as more relevant detail is added. Our later experiments
show that our segmentation metric gives state-of-the-art segmentations even when
optimized by a naive greedy approach.

3.3 Compared with Probability Rand index

[32] has applied the Probability Rand (PR) index to measure the consistency of
a given segmentation with a set of human segmentations. In our context, we can
consider it an alternative similarity metric based on af�nity matrices:

PR(F1; F2) =
1

dN

X

m;n

[M 1(m; n)M 2(m; n)

+(1 ¡ M 1(m; n))(1 ¡ M 2(m; n))]

/
X

m

[2
X

n

M 1+2 (m; n) ¡
X

n

M 1(m; n) ¡
X

n

M 2(m; n)] (16)

This can be interpreted as giving the probability of seeing segmentations dis-
tributed according toM 1 given that the true probability distribution is given by
M 2 (or vice versa).
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Figure 12: Similarities between images and its segmentations by different human
subjects.1st row: original images;2nd row and3rd row: segmentations by sub-
ject 1105 and 1109 respectively with the normalized Bayesianstructure mutual
information.
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Contrast (16) with our expression:

I ¯ (F1; F2) /
X

m

log[
P

n M 1+2 (m; n)
P

n M 1(m; n)
P

n M 2(m; n)
] (17)

Note that
P

n M (m; n) is proportional to the expected probability that a pixel has
the same segment label as themth pixel. Thus, our metric measures the degree of
independence between pixels in the two images. Since we derive our metric from
a Bayesian argument and mutual information, we expect it to perform better than
PR. Our experiments con�rm this claim.

3.4 Experiments

3.4.1 Object recognition

Our goal is to illustrate the Bayesian structure entropy based image matching is
more reliable than segmentation descriptors based matching in recognition. In this
test, we used the same data bases and the same experiment procedure as in2.4.

We tested using the Bayesian structure (BS) similarity measure proposed in
this paper and Probability Rand (PR) index on original images.For the car side
view data, the image patches are �rst resized to20£ 50. Equation (8) was used
to construct image af�nity matrices, withD = 5 and2¾2 = 1000. The results
are compared in Fig.13. The recall-precision equal error rates using BS and
PR are 87% and 82.5% respectively. These results are comparable to the 88.5%
reported in [9], though worse than the 92.2% obtained in [10] after exhaustive
search. From [15], they also appear comparable to the results of a bag-of-features
method using dense sampling and k-means clustering, and they are signi�cantly
better than a bag-of-feature method based on key-point sampling. From [18], they
appear comparable to the results obtained there prior to applying veri�cation.

For the face and car rear view data, BS and PR were tested on the original
scale image patches withD = 5 and2 £ ¾2 = 200. The results are compared
in Fig. 14. The recall-precision equal error rates on face and car rearview data
using BS are 95.0% and 99.1% respectively. The latter resultsare comparable to
the98:2% reported by [10] after exhaustive search.

3.4.2 Image segmentation

To demonstrate the reliability of our Bayesian matching metric, we show that it
gives state-of-the-art segmentation results even though we maximize similarity
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Figure 13: Car side view detection results.
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Figure 14: Face and car rear view detection results.
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using a naive greedy merging algorithm. Given an image, we start with each pixel
as an individual segment. The algorithm merges neighbor segmentsiff this in-
creases the Bayesian normalized structure mutual information between the image
and the new segmentation. The algorithm stops when no more merging can be
performed.
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Figure 15: Data clustering. Left column: input data; Right column: the resulting
clusterings by our method.1st row: Gaussian clusters, results byR = 150,¾ =
150; 2nd row: ring data, results byR = 50,¾= 200

We �rst apply this segmentation algorithm on two data clustering problems,
see Fig.15, with an af�nity matrix

M (m; n) =
½

exp( ¡ d(m;n )2

2¾2 ) if d(m; n) · D;
0 if d(m; n) > D:

(18)

The ¾controls the expected cluster size for each data point and therefore deter-
mines the structural complexity of the �nal clustering. Thesegmentation af�nity
matrix uses the sameD.
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For image segmentation, we use equation (8) to construct af�nity matrix for
images withD = 5. Fig. 16 gives an example showing how the segmentation
algorithm works. As we can see, greedy grouping based on our similarity metric
gives very good segmentations.

Figure 16: Image segmentation as a naive greedy merging process to increase
the similarity between the image and the segmentation. (a).The original image;
(b),(c). Two intermediate states of the merging process; (d). The �nal result.

We can also easily segment many images simultaneously, which is useful to
�nd a constant structure across different samples of a rigidpart or object class.
Given k images,F1; F2; :::; Fk , containing samples from one class, we want to
�nd a segmentation that is the most consistent with all the images. The desir-
able segmentation should have the maximal average similarity with all images,
which can be ef�ciently calculated from the average image af�nity matrix of the
k images:

M (k)(m; n) =
X

l=1: k

M l (m; n)=k (19)

Our method handles multiple examples more ef�ciently than [16]. Fig. 17 gives
segmentations for the UIUC car side view data using the 550 positive training
samples, and for the face and car rear view data using the 10 exemplars in Fig.9.

To improve the segmentations, we can start the merging with asmall ¾, e.g.
¾= 1, then run the algorithm again with a larger sigma using the previous seg-
mentation as an initialization. The algorithm stops when the optimal segmentation
appears or¾is big enough. This improved method has a better chance of avoiding
local minima.

Fig. 18 gives some more segmentation examples using the improved greedy
algorithm. All the image segmentations were performed after the image is resized
to 9600 pixel size. For comparison, we also give the best results by MNC and MS.
Our method preserves better the structures especially the structures at �ner scales
than other compared methods.
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Figure 17: Segmentation results of the UIUC car training samples, face exemplars
and car rear view exemplars.D = 5. The intensity deviation used to generate the
average image af�nity matrix are2¾2 = 10000,2¾2 = 1000 and2¾2 = 10000
respectively.

4 Conclusions

We proposed using segmented images as middle-level representations for direct
recognition of objects. Unlike histogram–based descriptors, our representation
can exploit accurately measured boundary con�gurations. We introduce a reliable
and ef�cient measure for matching the mid–level structure of segmented images.
Though segmentations cannot be computed reliably, our experiments show that
oversegmentations preserve enough of the image structure to be useful for match-
ing and recognition.

We also proposed a way to evaluate segmentation algorithms automatically
and objectively, without comparison to human segmentations. Our results show
that mean-shift and multi-scale normalized cuts work better than the traditional
normalized cuts. For images with weak contrast between parts, multi-scale nor-
malized cuts gave more consistent performance than mean shift.

Further more to address the problem caused by unreliable segmentations, we
proposed a mutual information based Bayesian structure matching technique for
recognition. This new method is reliable and practical. It provides new insights
into the connection between bottom-up segmentation and recognition and can be
successfully applied in both �elds. Experiments on both object recognition and
image segmentation tasks showed that our approach overcomes the unreliabil-
ity of bottom–up segmentation. We obtain state-of-the-artsegmentations using
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Figure 18:1st column: The original image; 2-4 columns: results by our method,
MNC and MS respectively. The intensity deviations for the images are (top-down,
left-right): 5, 25, 45, 65, 90, 15, 40, 50, 50.
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a naive greedy merging approach, and state-of-the-art recognition performance
using methods much simpler than those of the best performingcompeting meth-
ods. As a reliable cluster matching technique, the Bayesian structure matching
technique has potential applications in many other �elds.
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