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In a nutshell: the ”what”

$ ls /bin
[ csh ed ls pwd sleep
cat date expr mkdir rcmd stty
chio dd hostname mt rcp sync
chmod df kill mv rm systrace
cp domainname ksh pax rmdir tar
cpio echo ln ps sh test
$
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In a nutshell: the ”what”

$ grep "(int" /usr/include/sys/socket.h
int accept(int, struct sockaddr * __restrict, socklen_t * _ _restrict);
int bind(int, const struct sockaddr *, socklen_t);
int connect(int, const struct sockaddr *, socklen_t);
int getsockopt(int, int, int, void * __restrict, socklen_t * __restrict);
int listen(int, int);
ssize_t recv(int, void *, size_t, int);
ssize_t recvfrom(int, void * __restrict, size_t, int,
ssize_t recvmsg(int, struct msghdr *, int);
ssize_t send(int, const void *, size_t, int);
ssize_t sendto(int, const void *,
ssize_t sendmsg(int, const struct msghdr *, int);
int setsockopt(int, int, int, const void *, socklen_t);
int socket(int, int, int);
int socketpair(int, int, int, int *);
$
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In a nutshell: the ”what”

gain an understanding of the UNIX operating systems

gain systems programming experience

understand fundamental OS concepts (with focus on UNIX family):

multi-user concepts

basic and advanced I/O

process relationships

interprocess communication

basic network programming using a client/server model
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In a nutshell: the ”how”

static char dot[] = ".", *dotav[] = { dot, NULL };
struct winsize win;
int ch, fts_options;
int kflag = 0;
const char *p;

setprogname(argv[0]);
setlocale(LC_ALL, "");

/* Terminal defaults to -Cq, non-terminal defaults to -1. */
if (isatty(STDOUT_FILENO)) {

if (ioctl(STDOUT_FILENO, TIOCGWINSZ, &win) == 0 &&
win.ws_col > 0)
termwidth = win.ws_col;

f_column = f_nonprint = 1;
} else

f_singlecol = 1;

/* Root is -A automatically. */
if (!getuid())

f_listdot = 1;

fts_options = FTS_PHYSICAL;
while ((ch = getopt(argc, argv, "1ABCFLRSTWabcdfghiklmno pqrstuwx")) != -1) {

switch (ch) {
/*
* The -1, -C, -l, -m and -x options all override each other so
* shell aliasing works correctly.
*/

case '1':
f_singlecol = 1;
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In a nutshell: the ”how”

$ $EDITOR cmd.c
$ cc -Wall -g -o cmd cmd.c
$ ./cmd
$ echo "Hooray!"
Hooray!
$
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In a nutshell: the ”how”

$ $EDITOR cmd.c
$ cc -Wall -g -o cmd cmd.c
cmd.c: In function `main':
cmd.c:19: error: parse error before "return"
$ $EDITOR cmd.c
$ cc -Wall -g -o cmd cmd.c
$ ./cmd
Memory fault (core dumped)
$ echo "!@#!@!!!??#@!"
!@#!@!!!??#@!
$ gdb ./cmd cmd.core
Program terminated with signal 11, Segmentation fault.
Loaded symbols for /usr/libexec/ld.elf_so
#0 0xbbbc676a in __findenv () from /usr/lib/libc.so.12
(gdb)
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In a nutshell

The ”why”:

understanding how UNIX works gives you insights in other OS concepts

system level programming experience is needed in almost all IT jobs

knowing UNIX intimately is needed in almost all IT jobs

programming in C helps you understand general programming concepts
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About this class

Textbook:

“Advanced Programming in the UNIX Environment”, by W. Richard Stevens,
Stephen A. Rago (2nd Edition)

Grading:

2 homework assignments, worth 20 points each

4 Quizzes, worth 20 points each.

1 midterm project, worth 100 points

1 �nal exam, worth 100 points

1 �nal project, worth 200 points

no curve
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Syllabus

2008-09-02: Introduction, UNIX history, UNIX Programming Basics

2008-09-09: File I/O, File Sharing

2008-09-16: Files and Directories, Filesystems

2008-09-23: System Data Files, Time & Date, Process Environment

2008-09-30: Process Control, Signals

2008-10-07: Signals

2008-10-14: Midterm Project due; no class (Monday Class Schedule)

2008-10-21: Interprocess Communication

2008-10-28: Advanced I/O: Nonblocking I/O, Polling, and Record Locking

2008-11-04: Daemon Processes, �nal project discussion

2008-11-11: UNIX tools: make(1), cvs(1), gdb(1), etc.

2008-11-18 – 2005-11-25: TBD

2008-12-02: Final Exam

2008-12-16: Final Project due
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UNIX Basics
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The basics: loggin in, �les and directories

loggin in : name and password looked up in the system password �le
(/etc/passwd ). Entries appear as:
login name:password:uid:gid:comment:home dir:shell
Passwords entered in the login program are encrypted and compared against the
password �eld in the system password �le.

next: a shell (command interpreter) loads
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The basics: loggin in, �les and directories

loggin in : name and password looked up in the system password �le
(/etc/passwd ). Entries appear as:
login name:password:uid:gid:comment:home dir:shell
Passwords entered in the login program are encrypted and compared against the
password �eld in the system password �le.

next: a shell (command interpreter) loads

The UNIX �lesystem is a tree structure, with all partitions mounted under the root
(/). File names may consist of any character except / and NUL as pathnames are
a sequence of zero or more �lenames separated by /'s.
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The basics: loggin in, �les and directories

loggin in : name and password looked up in the system password �le
(/etc/passwd ). Entries appear as:
login name:password:uid:gid:comment:home dir:shell
Passwords entered in the login program are encrypted and compared against the
password �eld in the system password �le.

next: a shell (command interpreter) loads

The UNIX �lesystem is a tree structure, with all partitions mounted under the root
(/). File names may consist of any character except / and NUL as pathnames are
a sequence of zero or more �lenames separated by /'s.
All processes have a current working directory from which all relative paths are
speci�ed. (Absolute paths begin with a slash, relative path s do not.)
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The basics: User Identi�cation, Unix Time Values

User IDs and group IDs are numeric values used to identify users on the system
and grant permissions appropriate to them.

Group IDs come in two types; primary and secondary.

Lecture 01: Introduction, UNIX history, UNIX Programming Basics November 25, 2008



CS810D - Advanced Programming in the UNIX Environment Slide 16

The basics: User Identi�cation, Unix Time Values

User IDs and group IDs are numeric values used to identify users on the system
and grant permissions appropriate to them.

Group IDs come in two types; primary and secondary.

Calendar time: measured in seconds since the UNIX epoch (Jan 1, 00:00:00,
1970, GMT). Stored in a variable of type time t .

Process time: central processor resources used by a process. Measured in clock
ticks (clock t ). Three values:

clock time

user CPU time

system CPU time
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System Calls and Library Functions, Standards

System Calls and Library Functions

System calls are entry points into kernel code where their functions are
implemented. Documented in section 2 of the manual (e.g. write(2) ).

Library calls are transfers to user code which performs the desired functions.
Documented in section 3 of the manual (e.g. printf(3) ).

Standards

ANSI C (X3.159-1989) C89, C9X/C99 (ISO/IEC 9899)

IEEE POSIX (1003.1-2001) and SUSv3 (ISO/IEC 9945-2003)

X/Open XPG3 and FIPS
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The basics: Standard I/O, Processes, Signals

Standard I/O:

�le descriptors : Small, non-negative integers which identify a �le to the
kernel. The shell can redirect any �le descriptor.

kernel provides unbu�ered I/O through e.g. open read write lseek close

kernel provides bu�ered I/O through e.g. getc putc fopen fread fwrite
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The basics: Standard I/O, Processes, Signals

Standard I/O:

�le descriptors : Small, non-negative integers which identify a �le to the
kernel. The shell can redirect any �le descriptor.

kernel provides unbu�ered I/O through e.g. open read write lseek close

kernel provides bu�ered I/O through e.g. getc putc fopen fread fwrite

Programs executing in memory are called processes.

Programs are brought into memory via one of the six exec functions. Each
process is identi�ed by a guaranteed unique non-negative in teger called the
processes ID. New processes can only be created via the fork system call.

process control is performed mainly by the fork , exec and waitpid functions.
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The basics: Standard I/O, Processes, Signals

Standard I/O:

�le descriptors : Small, non-negative integers which identify a �le to the
kernel. The shell can redirect any �le descriptor.

kernel provides unbu�ered I/O through e.g. open read write lseek close

kernel provides bu�ered I/O through e.g. getc putc fopen fread fwrite

Programs executing in memory are called processes.

Programs are brought into memory via one of the six exec functions. Each
process is identi�ed by a guaranteed unique non-negative in teger called the
processes ID. New processes can only be created via the fork system call.

process control is performed mainly by the fork , exec and waitpid functions.

Signals notify a process that a condition has occured. Signals may be

ignored

allowed to cause the default action

caught and control transfered to a user de�ned function
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The basics: Important ANSI C Features, Error Handling

Important ANSI C Features:

Function Prototypes

Generic Pointers (void * )

System data types (e.g. pid t , size t )

Error Handling:

meaningful return values

errno variable
look up constant error values via two functions:

#include <string.h>
char *strerror(int errnum)

Returns: pointer to message string

#include <stdio.h>
void perror(const char *msg)
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Standard I/O

Basic File I/O: almost all UNIX �le I/O can be performed using these �ve functions:

open(2)

close(2)

lseek(2)

read(2)

write(2)

Processes may want to share recources. This requires us to look at:

atomicity of these operations

�le sharing

manipulation of �le descriptors
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creat(2)

#include <fcntl.h>

int creat(const char * pathname, mode t mode);

Returns: �le descriptor if OK, -1 on error
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creat(2)

#include <fcntl.h>

int creat(const char * pathname, mode t mode);

Returns: �le descriptor if OK, -1 on error

This interface is made obsolete by open(2) .
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open(2)

#include <fcntl.h>

int open(const char * pathname, int oflag , ... /* mode t mode*/ );

Returns: �le descriptor if OK, -1 on error

o�ag must be one (and only one) of:
ORDONLY– Open for reading only

OWRONLY– Open for writing only

ORDWR– Open for reading and writing

and may be OR'd with any of these:
OAPPEND– Append to end of �le for each write

OCREAT– Create the �le if it doesn't exist. Requires mode argument

OEXCL– Generate error if OCREATand �le already exists. (atomic)

OTRUNC– If �le exists and successfully open in OWRONLYor ORDWR, make length = 0

ONOCTTY– If pathname refers to a terminal device, do not allocate the device as a controlling terminal

ONONBLOCK– If pathname refers to a FIFO, block special, or char special, set nonblocking mode (open and I/O)

OSYNC– Each write waits for physical I/O to complete
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close(2)

#include <unistd.h>

int close(int fd );

Returns: 0 if OK, -1 on error

closing a �ledescriptor releases any record locks on that �l e (more on that in
future lectures)

�le descriptors not explicitly closed are closed by the kern el when the process
terminates.
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lseek(2)

#include <sys/types.h>
#include <fcntl.h>

off t lseek(int filedes , off t offset , int whence );

Returns: new �le offset if OK, -1 on error

The value of whence determines how offset is used:
SEEKSETbytes from the beginning of the �le

SEEKCURbytes from the current �le position

SEEKENDbytes from the end of the �le

“Weird” things you can do using lseek(2) :

seek to a negative offset

seek 0 bytes from the current position

seek past the end of the �le
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read(2)

#include <unistd.h>

ssize t read(int filedes , void * buff , size t nbytes );

Returns: number of bytes read, 0 if end of �le, -1 on error

There can be several cases where read returns less than the number of bytes
requested:

EOF reached before requested number of bytes have been read

Reading from a terminal device, one ”line” read at a time

Reading from a network, buffering can cause delays in arrival of data

Record-oriented devices (magtape) may return data one record at a time

read begins reading at the current offset, and increments the offset by the number of
bytes actually read.
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write(2)

#include <unistd.h>

ssize t write(int filedes , void * buff , size t nbytes );

Returns: number of bytes written if OK, -1 on error

write returns nbytes or an error has occurred (disk full, �le size limit exceeded) .

For regular �les, write begins writing at the current offset (unless OAPPENDhas
been speci�ed, in which case the offset is �rst set to the end o f the �le.)

After the write, the offset is adjusted by the number of bytes actually written.
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I/O Efficiency

Caveats with the program “simple-cat.c” from the last class:

assumes that stdin and stdout have been set up appropriately
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I/O Efficiency

Caveats with the program “simple-cat.c” from the last class:

assumes that stdin and stdout have been set up appropriately

relies on the fact that when a process terminates, the kernel will close all open
�les
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I/O Efficiency

Caveats with the program “simple-cat.c” from the last class:

assumes that stdin and stdout have been set up appropriately

relies on the fact that when a process terminates, the kernel will close all open
�les

works for “text” and “binary” �les since there is no such dist inction in the UNIX
kernel
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I/O Efficiency

Caveats with the program “simple-cat.c” from the last class:

assumes that stdin and stdout have been set up appropriately

relies on the fact that when a process terminates, the kernel will close all open
�les

works for “text” and “binary” �les since there is no such dist inction in the UNIX
kernel

how do we know the optimal BUFFSIZE?
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File Sharing

Since UNIX is a multi-user/multi-tasking system, it is conceivable (and useful) if more
than one process can act on a single �le simultaneously. In or der to understand how
this is accomplished, we need to examine some kernel data structures which relate to
�les. (Compare Stevens, pp 70 ff)
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File Sharing

Since UNIX is a multi-user/multi-tasking system, it is conceivable (and useful) if more
than one process can act on a single �le simultaneously. In or der to understand how
this is accomplished, we need to examine some kernel data structures which relate to
�les. (Compare Stevens, pp 70 ff)

each process table entry has a table of �le descriptors, whic h in turn contain

the �le descriptor �ags

a pointer to a �le table entry
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File Sharing

Since UNIX is a multi-user/multi-tasking system, it is conceivable (and useful) if more
than one process can act on a single �le simultaneously. In or der to understand how
this is accomplished, we need to examine some kernel data structures which relate to
�les. (Compare Stevens, pp 70 ff)

each process table entry has a table of �le descriptors, whic h in turn contain

the �le descriptor �ags

a pointer to a �le table entry

the kernel maintains a �le table; each entry contains

�le status �ags

current offset

pointer to a vnode table entry

Lecture 01: Introduction, UNIX history, UNIX Programming Basics November 25, 2008



CS810D - Advanced Programming in the UNIX Environment Slide 38

File Sharing

Since UNIX is a multi-user/multi-tasking system, it is conceivable (and useful) if more
than one process can act on a single �le simultaneously. In or der to understand how
this is accomplished, we need to examine some kernel data structures which relate to
�les. (Compare Stevens, pp 70 ff)

each process table entry has a table of �le descriptors, whic h in turn contain

the �le descriptor �ags

a pointer to a �le table entry

the kernel maintains a �le table; each entry contains

�le status �ags

current offset

pointer to a vnode table entry

a vnode structure contains

vnode information

inode information (such as current �le size)
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File Sharing

Knowing this, here's what happens with each of the calls we discussed earlier:

after each write completes, the current �le offset in the �le table entry is
incremented. (If current �le offset > current �le size, change current �le size in
i-node table entry.)

If �le was opened OAPPENDset corresponding �ag in �le status �ags in �le table.
For each write , current �le offset is �rst set to current �le size from the i- node
entry.

lseek simply adjusts current �le offset in �le table entry

to lseek to the end of a �le, just copy current �le size into current �le offset.

So far so good - reading a �le simultaneously is no problem, th en. How about writing?
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Atomic Operations

An operation is composed of a sequence of steps. An operation is atomic if either all
of the steps are performed or none of the steps are performed. Suppose UNIX didn't
have OAPPEND(early versions didn't). To append, you'd have to do this:
if (lseek(fd, 0L, 2) < 0) { /* position to EOF */

fprintf(stderr, "lseek error\n");
exit(1);

}

if (write(fd, buff, 100) != 100) { /* ...and write */
fprintf(stderr, "write error\n");
exit(1);

}

At any point between the lseek and write calls, the kernel could suspend this
process and switch to another. What if this other process were doing the same thing
to the same �le? Therefore we need an atomic operation to acco mplish this. The
OAPPEND�ag to open provides us with it for this case.
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dup(2) and dup2(2)

#include <unistd.h>

int dup(int oldd );
int dup2(int oldd , int newd);

Both return new �le descriptor if OK, -1 on error

An existing �le descriptor can be duplicated with dup(2) or duplicated to a particular
�le descriptor value with dup2(2) . As with open(2) , dup(2) returns the lowest
numbered unused �le descriptor.

Note the difference in scope of the �le descriptor �ags and the �le status �ags.
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fcntl(2)

#include <sys/types.h>
#include <unistd.h>
#include <fcntl.h>

int fcntl(int filedes , int cmd, ... /* int arg */);

Returns: depend on cmd if OK, -1 on error

fcntl(2) is on of those ”catch-all” functions with a myriad of purposes. Here, they all
relate to changing properties of an already open �le. It can:

cmd e�ect return value
F DUPFDduplicate �ledes (FDCLOEXEC�le descriptor �ag is cleared ) new �ledes
F GETFDget the �le descriptor �ags for �ledes descriptor �ags
F SETFDset the �le descriptor �ags to the value of the third argument not -1
F GETFLget the �le status �ags status �ags
F SETFL set the �le status �ags not -1

...as well as several other functions.
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ioctl(2)

#include <unistd.h> /* SVR4 */
#include <sys/ioctl.h> /* 4.3+BSD */

int ioctl(int filedes , int request , ...);

Returns: -1 on error, something else if OK

Another catch-all function, this one is designed to handle device speci�cs that can't
be speci�ed via any of the previous function calls. For examp le, terminal I/O,
magtape access, socket I/O, etc.
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stat(2) family of functions

#include <sys/types.h>
#include <sys/stat.h>

int stat(const char * path , struct stat * sb);
int lstat(const char * path , struct stat * sb);
int fstat(int fd , struct stat * sb);

Returns: 0 if OK, -1 on error

All these functions return extended attributes about the referenced �le (in the case of
symbolic links, lstat(2) returns attributes of the link, others return stats of the
referenced �le).
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stat(2) family of functions

#include <sys/types.h>
#include <sys/stat.h>

int stat(const char * path , struct stat * sb);
int lstat(const char * path , struct stat * sb);
int fstat(int fd , struct stat * sb);

Returns: 0 if OK, -1 on error

All these functions return extended attributes about the referenced �le (in the case of
symbolic links, lstat(2) returns attributes of the link, others return stats of the
referenced �le).

struct stat {
dev_t st_dev; /* device number (filesystem) */
ino_t st_ino; /* i-node number (serial number) */
mode_t st_mode; /* file type & mode (permissions) */
dev_t st_rdev; /* device number for special files */
nlink_t st_nlink; /* number of links */
uid_t st_uid; /* user ID of owner */
gid_t st_gid; /* group ID of owner */
off_t st_size; /* size in bytes, for regular files */
time_t st_atime; /* time of last access */
time_t st_mtime; /* time of last modification */
time_t st_ctime; /* time of last file status change */
long st_blocks; /* number of 512-byte* blocks allocated */
long st_blksize; /* best I/O block size */

};
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struct stat : st mode

The st mode�eld of the struct stat encodes the type of �le:

regular – most common, interpretation of data is up to application

directory – contains names of other �les and pointer to information on t hose
�les. Any process can read, only kernel can write

character special – used for certain types of devices

block special – used for disk devices (typically). All devices either character or
block special

FIFO – used for interprocess communication (sometimes called named pipe)

socket – used for network communication and non-network communication
(same host). SVR4 supports only through a library

symbolic link – Points to another �le

Find out more in <sys/stat.h> .
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struct stat : st mode, st uid and st gid

Every process has six or more IDs associated with it:

real user ID who we really are
real group ID
effective user ID used for �le access permission checks
effective group ID
supplementary group IDs
saved set-user-ID saved by exec functions
saved set-group-ID

Whenever a �le is setuid, set the effective user ID to st uid . Whenever a �le is
setgid, set the effective group ID to st gid . st uid and st gid always specify the
owner and group owner of a �le, regardless of whether it is set uid/setgid.
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struct stat : st mode

st modealso encodes the �le access permissions ( S IRUSR, S IWUSR, S IXUSR,
S IRGRP, S IWGRP, S IXGRP, S IROTH, S IWOTH, S IXOTH). Uses of the permissions are
summarized as follows:

To open a �le, need execute permission on each directory comp onent of the path
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struct stat : st mode

st modealso encodes the �le access permissions ( S IRUSR, S IWUSR, S IXUSR,
S IRGRP, S IWGRP, S IXGRP, S IROTH, S IWOTH, S IXOTH). Uses of the permissions are
summarized as follows:

To open a �le, need execute permission on each directory comp onent of the path

To open a �le with ORDONLYor ORDWR, need read permission
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struct stat : st mode

st modealso encodes the �le access permissions ( S IRUSR, S IWUSR, S IXUSR,
S IRGRP, S IWGRP, S IXGRP, S IROTH, S IWOTH, S IXOTH). Uses of the permissions are
summarized as follows:

To open a �le, need execute permission on each directory comp onent of the path

To open a �le with ORDONLYor ORDWR, need read permission

To open a �le with OWRONLYor ORDWR, need write permission
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struct stat : st mode

st modealso encodes the �le access permissions ( S IRUSR, S IWUSR, S IXUSR,
S IRGRP, S IWGRP, S IXGRP, S IROTH, S IWOTH, S IXOTH). Uses of the permissions are
summarized as follows:

To open a �le, need execute permission on each directory comp onent of the path

To open a �le with ORDONLYor ORDWR, need read permission

To open a �le with OWRONLYor ORDWR, need write permission

To use OTRUNC, must have write permission
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struct stat : st mode

st modealso encodes the �le access permissions ( S IRUSR, S IWUSR, S IXUSR,
S IRGRP, S IWGRP, S IXGRP, S IROTH, S IWOTH, S IXOTH). Uses of the permissions are
summarized as follows:

To open a �le, need execute permission on each directory comp onent of the path

To open a �le with ORDONLYor ORDWR, need read permission

To open a �le with OWRONLYor ORDWR, need write permission

To use OTRUNC, must have write permission

To create a new �le, must have write+execute permission for t he directory
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struct stat : st mode

st modealso encodes the �le access permissions ( S IRUSR, S IWUSR, S IXUSR,
S IRGRP, S IWGRP, S IXGRP, S IROTH, S IWOTH, S IXOTH). Uses of the permissions are
summarized as follows:

To open a �le, need execute permission on each directory comp onent of the path

To open a �le with ORDONLYor ORDWR, need read permission

To open a �le with OWRONLYor ORDWR, need write permission

To use OTRUNC, must have write permission

To create a new �le, must have write+execute permission for t he directory

To delete a �le, need write+execute on directory, �le doesn' t matter
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struct stat : st mode

st modealso encodes the �le access permissions ( S IRUSR, S IWUSR, S IXUSR,
S IRGRP, S IWGRP, S IXGRP, S IROTH, S IWOTH, S IXOTH). Uses of the permissions are
summarized as follows:

To open a �le, need execute permission on each directory comp onent of the path

To open a �le with ORDONLYor ORDWR, need read permission

To open a �le with OWRONLYor ORDWR, need write permission

To use OTRUNC, must have write permission

To create a new �le, must have write+execute permission for t he directory

To delete a �le, need write+execute on directory, �le doesn' t matter

To execute a �le (via exec family), need execute permission
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access(2)

#include <unistd.h>

int access(const char * path , int mode);

Returns: 0 if OK, -1 on error

Tests �le accessibility on the basis of the real uid and gid. Allows setuid/setgid
programs to see if the real user could access the �le without i t having to dropping
permissions to do so.

The modeparamenter can be a bitwise OR of:

R OK– test for read permission

WOK– test for write permission

X OK– test for execute permission

F OK– test for existence of �le

Lecture 01: Introduction, UNIX history, UNIX Programming Basics November 25, 2008



CS810D - Advanced Programming in the UNIX Environment Slide 57

struct stat : st mode

Which permission set to use is determined (in order listed):

1. If effective-uid == 0, grant access
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struct stat : st mode

Which permission set to use is determined (in order listed):

1. If effective-uid == 0, grant access

2. If effective-uid == st uid

2.1. if appropriate user permission bit is set, grant access

2.2.else, deny access
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struct stat : st mode

Which permission set to use is determined (in order listed):

1. If effective-uid == 0, grant access

2. If effective-uid == st uid

2.1. if appropriate user permission bit is set, grant access

2.2.else, deny access

3. If effective-gid == st gid

3.1. if appropriate group permission bit is set, grant access

3.2.else, deny access
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struct stat : st mode

Which permission set to use is determined (in order listed):

1. If effective-uid == 0, grant access

2. If effective-uid == st uid

2.1. if appropriate user permission bit is set, grant access

2.2.else, deny access

3. If effective-gid == st gid

3.1. if appropriate group permission bit is set, grant access

3.2.else, deny access

4. If appropriate other permission bit is set, grant access, else deny access
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struct stat : st mode

Which permission set to use is determined (in order listed):

1. If effective-uid == 0, grant access

2. If effective-uid == st uid

2.1. if appropriate user permission bit is set, grant access
2.2.else, deny access

3. If effective-gid == st gid

3.1. if appropriate group permission bit is set, grant access
3.2.else, deny access

4. If appropriate other permission bit is set, grant access, else deny access

Ownership of new �les and directories:

st uid = effective-uid

st gid = ...either:

effective-gid of process
gid of directory in which it is being created
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umask(2)

#include <sys/stat.h>

modet umask(modet numask);

Returns: previous �le mode creation mask

umask(2) sets the �le creation mode mask. Any bits that are on in the �le creation
mask are turned off in the �le's mode.

Important because a user can set a default umask. If a program needs to be able to
insure certain permissions on a �le, it may need to turn off (o r modify) the umask.
Since umask affects only the current process, there's no need to set it back to the
original value before your program exits.
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chmod(2), lchmod(2) and fchmod(2)

#include <sys/stat.h>

int chmod(const char * path , mode t mode);
int lchmod(const char * path , mode t mode);
int fchmod(int fd , mode t mode);

Returns: 0 if OK, -1 on error

Changes the permission bits on the �le. Must be either superu ser or effective uid ==
st uid . mode can be any of the bits from our discussion of st modeas well as:

S ISUID – setuid

S ISGID– setgid

S ISVTX– sticky bit (aka “saved text”)

S IRWXU– user read, write and execute

S IRWXG– group read, write and execute

S IRWXO– other read, write and execute
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chown(2), lchown(2) and fchown(2)

#include <unistd.h>

int chown(const char * path , uid t owner, gid t group);
int lchown(const char * path , uid t owner, gid t group);
int fchown(int fd , uid t owner, gid t group);

Returns: 0 if OK, -1 on error

Changes st uid and st gid for a �le. For BSD, must be superuser. Some SVR4's let
users chown �les they own. POSIX.1 allows either depending o n
POSIXCHOWNRESTRICTED(a kernel constant).

owner or group can be -1 to indicate that it should remain the same. Non-superusers
can change the st gid �eld if both:

effective-user ID == st uid and

owner == �le's user ID and group == effective-group ID (or one of the
supplementary group IDs)
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struct stat : st size

st size in the stat struct is the size of the �le in bytes.

regular �le – size of 0 is allowed (EOF on �rst read)

directory – multiple of directory entry size

symbolic link – number of bytes in referenced �le name (ex: li b -> usr/lib has
st size 7)

st blksize and st blocks are not de�ned by POSIX.1, but BSD and SVR4 have
them. The units on st blocks are platform dependent.
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Filesystems

a disk can be divided into logical partitions.
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Filesystems

a disk can be divided into logical partitions.

each partition has a �lesystem .
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Filesystems

a disk can be divided into logical partitions.

each partition has a �lesystem .

each �lesystem contains a list of inodes (i-list) as well as the actual directory- and
data blocks
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Filesystems

a disk can be divided into logical partitions.

each partition has a �lesystem .

each �lesystem contains a list of inodes (i-list) as well as the actual directory- and
data blocks

every inode has a link count (st nlink ): it shows how many “things” point to this
inode. Only if this link count is 0 are the data blocks freed. Each name $ inode
association is called a hard link.
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Filesystems

a disk can be divided into logical partitions.

each partition has a �lesystem .

each �lesystem contains a list of inodes (i-list) as well as the actual directory- and
data blocks

every inode has a link count (st nlink ): it shows how many “things” point to this
inode. Only if this link count is 0 are the data blocks freed. Each name $ inode
association is called a hard link.

inode contains most of information found in the stat structure.
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Filesystems

a disk can be divided into logical partitions.

each partition has a �lesystem .

each �lesystem contains a list of inodes (i-list) as well as the actual directory- and
data blocks

every inode has a link count (st nlink ): it shows how many “things” point to this
inode. Only if this link count is 0 are the data blocks freed. Each name $ inode
association is called a hard link.

inode contains most of information found in the stat structure.

inode number in a directory entry must point to an inode on the same �le system
(no hardlinks across �lesystems)
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Filesystems

a disk can be divided into logical partitions.

each partition has a �lesystem .

each �lesystem contains a list of inodes (i-list) as well as the actual directory- and
data blocks

every inode has a link count (st nlink ): it shows how many “things” point to this
inode. Only if this link count is 0 are the data blocks freed. Each name $ inode
association is called a hard link.

inode contains most of information found in the stat structure.

inode number in a directory entry must point to an inode on the same �le system
(no hardlinks across �lesystems)

to move a �le within a single �lesystem, we can just ”move” the directory entry
(actually done by creating a new entry, and deleting the old one).
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link(2)

#include <unistd.h>

int link(const char * name1, const char * name2);

Returns: 0 if OK, -1 on error

Creates a link to an existing �le (hard link).

POSIX.1 allows links to cross �lesystems, most implementat ions (SVR4, BSD)
don't.

only uid(0) can create links to directories (loops in �lesys tem are bad)
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link(2) and unlink(2)

#include <unistd.h>

int link(const char * name1, const char * name2);

Returns: 0 if OK, -1 on error

Creates a link to an existing �le (hard link).

POSIX.1 allows links to cross �lesystems, most implementat ions (SVR4, BSD)
don't.

only uid(0) can create links to directories (loops in �lesys tem are bad)

#include <unistd.h>

int unlink(const char * path );

Returns: 0 if OK, -1 on error

removes directory entry and decrements link count of �le

if �le link count == 0, free data blocks associated with �le (. ..unless processes
have the �le open)
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rename(2)

#include <stdio.h>

int rename(const char * from, const char * to );

Returns: 0 if OK, -1 on error

If oldname refers to a �le:

if newname exists and it is not a directory, it's removed and oldname is renamed
newname
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rename(2)

#include <stdio.h>

int rename(const char * from, const char * to );

Returns: 0 if OK, -1 on error

If oldname refers to a �le:

if newname exists and it is not a directory, it's removed and oldname is renamed
newname

if newname exists and it is a directory, an error results
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rename(2)

#include <stdio.h>

int rename(const char * from, const char * to );

Returns: 0 if OK, -1 on error

If oldname refers to a �le:

if newname exists and it is not a directory, it's removed and oldname is renamed
newname

if newname exists and it is a directory, an error results

must have w+x perms for the directories containing oldname and newname
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rename(2)

#include <stdio.h>

int rename(const char * from, const char * to );

Returns: 0 if OK, -1 on error

If oldname refers to a �le:

if newname exists and it is not a directory, it's removed and oldname is renamed
newname

if newname exists and it is a directory, an error results

must have w+x perms for the directories containing oldname and newname

If oldname refers to a directory:

if newname exists and is an empty directory (contains only . and ..), it is removed;
oldname is renamed newname
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rename(2)

#include <stdio.h>

int rename(const char * from, const char * to );

Returns: 0 if OK, -1 on error

If oldname refers to a �le:

if newname exists and it is not a directory, it's removed and oldname is renamed
newname

if newname exists and it is a directory, an error results

must have w+x perms for the directories containing oldname and newname

If oldname refers to a directory:

if newname exists and is an empty directory (contains only . and ..), it is removed;
oldname is renamed newname

if newname exists and is a �le, an error results
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rename(2)

#include <stdio.h>

int rename(const char * from, const char * to );

Returns: 0 if OK, -1 on error

If oldname refers to a �le:

if newname exists and it is not a directory, it's removed and oldname is renamed
newname

if newname exists and it is a directory, an error results

must have w+x perms for the directories containing oldname and newname

If oldname refers to a directory:

if newname exists and is an empty directory (contains only . and ..), it is removed;
oldname is renamed newname

if newname exists and is a �le, an error results

if oldname is a pre�x of newname an error results
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rename(2)

#include <stdio.h>

int rename(const char * from, const char * to );

Returns: 0 if OK, -1 on error

If oldname refers to a �le:

if newname exists and it is not a directory, it's removed and oldname is renamed
newname

if newname exists and it is a directory, an error results

must have w+x perms for the directories containing oldname and newname

If oldname refers to a directory:

if newname exists and is an empty directory (contains only . and ..), it is removed;
oldname is renamed newname

if newname exists and is a �le, an error results

if oldname is a pre�x of newname an error results

must have w+x perms for the directories containing oldname and newname

Lecture 01: Introduction, UNIX history, UNIX Programming Basics November 25, 2008



CS810D - Advanced Programming in the UNIX Environment Slide 83

Symbolic Links

#include <unistd.h>

int symlink(const char * name1, const char * name2);

Returns: 0 if OK, -1 on error

�le whose ”data” is a path to another �le

anyone can create symlinks to directories or �les

certain functions dereference the link, others operate on the link

#include <unistd.h>

int readlink(const char * path , char * buf , size t bufsize );

Returns: number of bytes placed into buffer if OK, -1 on error

This function combines the actions of open, read, and close .
Note: buf is not NUL terminated.
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File Times

#include <sys/types.h>

int utimes(const char * path , const struct timeval times[2]);
int lutimes(const char * path , const struct timeval times[2]);
int futimes(const char * path , const struct timeval times[2]);

Returns: 0 if OK, -1 on error

If times is NULL, access time and modi�cation time are set to the curre nt time (must
be owner of �le or have write permission). If times is non-NULL, then times are set
according to the timeval struct array. For this, you must be the owner of the �le
(write permission not enough).

Note that st ctime is set to the current time in both cases.

For the effect of various functions on the access, modi�cati on and changes-status
times see Stevens, p. 117.
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mkdir(2) and rmdir(2)

#include <sys/types.h>
#include <sys/stat.h>

int mkdir(const char * path , mode t mode);

Returns: 0 if OK, -1 on error

Creates a new, empty (except for . and .. entries) directory. Access permissions
speci�ed by mode and restricted by the umask(2) of the calling process.

#include <unistd.h>

int rmdir(const char * path );

Returns: 0 if OK, -1 on error

If the link count is 0 (after this call), and no other process has the directory open,
directory is removed. Directory must be empty (only . and .. remaining)
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Reading Directories

#include <sys/types.h>
#include <dirent.h>

DIR *opendir(const char * filename );
Returns: pointer if OK, NULLon error

struct dirent *readdir(DIR * dp);
Returns: pointer if OK, NULLat end of dir or on error

void rewinddir(DIR * dp);
int closedir(DIR * dp);

Returns: 0 if OK, -1 on error

read by anyone with read permission on the directory

format of directory is implementation dependent (always use readdir and friends)

opendir , readdir and closedir should be familiar from our small ls clone.
rewinddir resets an open directory to the beginning so readdir will again return the
�rst entry.

For directory traversal, consider fts(3) (not available on all UNIX versions).
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Moving around directories

#include <unistd.h>

char *getcwd(char * buf , size t size );

Returns: buf if OK, NULLon error

Get the kernel's idea of our processes current working directory.

#include <unistd.h>

int chdir(const char * path );
int fchdir(int fd );

Returns: 0 if OK, -1 on error

Allows a process to change its current working directory. Note that chdir and fchdir
affect only the current process.
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Password File

Called a user database by POSIX and usually found in /etc/passwd , the password
�le contains the following �elds:

Description struct passwd member POSIX.1
username char *pw name x
encrypted passwd char *pw passwd
numerical user id uid t pw uid x
numerical group id gid t pw gid x
comment �eld char *pw gecos
initial working directory char *pw dir x
initial shell char *pw shell x

Encrypted password �eld is a one-way hash of the users passwo rd. (Always maps to
13 characters from [a-zA-Z0-9./].)
Some �elds can be empty:

password empty implies no password

shell empty implies /bin/sh
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Password File

#include <sys/types.h>
#include <pwd.h>

struct passwd *getpwuid(uid t uid );
struct passwd *getpwnam(const char * name);

Returns: pointer if OK, NULLon error

These allow us to look up an entry given a user's login name or numerical UID. What
if we need to go through the passwd �le entry by entry? Nothing in POSIX.1, but
SVR4 and BSD give us:

#include <sys/types.h>
#include <pwd.h>

struct passwd *getpwent(void);
Returns: pointer if OK, NULLon error

void setpwent(void);
void endpwent(void);

getpwent returns next password entry in �le each time it's called, no o rder

setpwent rewinds to ”beginning” of entries

endpwentcloses the �le(s)
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Group File

Called a group database by POSIX and usually found in /etc/group , the group �le
contains the following �elds:

Description struct group member POSIX.1
groupname char *gr name x
encrypted passwd char *gr passwd
numerical group id uid t gr uid x
array of pointers to user names char **gr mem x

The gr memarray is terminated by a NULL pointer.
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Group File

#include <sys/types.h>
#include <grp.h>

struct group *getgrgid(gid t gid );
struct group *getgrnam(const char * name);

Returns: pointer if OK, NULLon error

These allow us to look up an entry given a user's group name or numerical GID.
What if we need to go through the group �le entry by entry? Noth ing in POSIX.1, but
SVR4 and BSD give us:

#include <sys/types.h>
#include <grp.h>

struct group *getgrent(void);
Returns: pointer if OK, NULLon error

void setgrent(void);
void endgrent(void);

getgrent returns next group entry in �le each time it's called, no orde r

setgrent rewinds to ”beginning” of entries

endgrent closes the �le(s)
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Supplementary Groups and other data �les

#include <sys/types.h>
#include <unistd.h>

int getgroups(int gidsetsize , gid t *grouplist );
Returns: returns number of suppl. groups if OK, -1 on error

Only getgroups is speci�ed by POSIX.1.

Note: if gidsetsize == 0 , getgroups(2) returns number of groups without modifying
grouplist .
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Other system databases

Similar routines as for password/group for accessing system data �les:

Description Data �le Header Structure Additional lookup fu nctions
hosts /etc/hosts <netbdb.h> hostent gethostbyname

gethostbyaddr
networks /etc/networks <netbdb.h> netent genetbyname

getnetbyaddr
protocols /etc/protocols <netbdb.h> protoent getprotobyname

getprotobynumber
services /etc/services <netbdb.h> servent getservbyname

getservbyport
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System Identi�cation

#include <sys/utsname.h>

int uname(struct utsname * name);
Returns: nonnegative value if OK, -1 on error

Pass a pointer to a utsname struct . This struct contains �elds like opsys name,
version, release, architecture, etc.

This function used by the uname(1)command (try uname -a)

Not that the size of the �elds in the utsname struct may not be large enough to
id a host on a network

To get just a hostname that will identify you on a TCP/IP network, use the
Berkeley-dervied:

#include <unistd.h>

int gethostname(char * name, int namelen);
Returns: 0 if OK, -1 on error
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Time and Date

#include <time.h>

time t time(time t * tloc );
Returns: value of time if OK, -1 on error

Time is kept in UTC

Time conversions (timezone, daylight savings time) handled ”automatically”

Time and date kept in a single quantity (time t )

We can break this time t value into its components with either of the following:

#include <time.h>

struct tm *gmtime(const time t * calptr );
struct tm *localtime(const time t * calptr );

Returns: pointer to broken down time
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Time and Date

#include <time.h>

time t mktime(struct tm * tmptr );
Returns: calendar time if OK, -1 on error

localtime(3) takes into account daylight savings time and the TZ environment
variable. The mktime(3) function operates in the reverse direction. To output human
readable results, use:

#include <time.h>

char *asctime(const struct tm * tmptr );
char *ctime(const struct tm * tmptr );

Returns: pointer to NULL terminated string

Lastly, there is a printf(3) like function for times:

#include <time.h>

size t strftime(char * buf , size t maxsize, const char * restricted format , const struct tm * timeptr );
Returns: number of characters stored in array if room, else 0
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The main function

int main(int argc , char ** argv );

C program started by kernel (by one of the exec functions)

special startup routine called by kernel which sets up things for main

argc is a count of the number of command line arguments (including the
command itself)

argv is an array of pointers to the arguments

it is guaranteed by both ANSI C and POSIX.1 that argv[argc] == NULL
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Process Termination

There are 8 ways for a process to terminate.

Normal termination:

return from main

calling exit

calling exit

return of last thread from its start routine

calling pthread exit from last thread
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Process Termination

There are 8 ways for a process to terminate.

Normal termination:

return from main

calling exit

calling exit

return of last thread from its start routine

calling pthread exit from last thread

Abnormal termination:

calling abort

terminated by a signal

response of the last thread to a cancellation request
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exit(3) and exit(2)

#include <stdlib.h>

void exit(int status );

#include <unistd.h>

void exit(int status );

exit returns to the kernel immediately.

exit does some cleanup and then returns

both take integer argument, aka exit status
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atexit(3)

#include <stdlib.h>

int atexit(void (*func)( void ));

Registers a function with a signature of void funcname(void) to be called at exit

Functions invoked in reverse order of registration

Same function can be registered more than once

Extremely useful for cleaning up open �les, freeing certain resources, etc.
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Environment List

Environment variables are stored in a global array of pointers:

extern char **environ;

The list is null terminated.

These can also be accessed by:

#include <stdlib.h>

char *getenv(const char * name);
int putenv(const char * string );
int setenv(const char * name, const char * value , int rewrite );
void unsetenv(cont char * name);
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Memory Allocation

#include <stdlib.h>

void *malloc(size t size );
void *calloc(size t nobj , size t size );
void *realloc(void * ptr , size t newsize);
void free(void * ptr );

malloc – initial value is indeterminate.

calloc – initial value set to all zeros.

realloc – changes size of previously allocated area. Initial value of any additional
space is indeterminate.

All three return pointer suitably aligned for any kind of data.
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setjmp(3) and longjmp(3)

#include <setjmp.h>

int setjmp(jmp buf env);
int longjmp(jmp buf env, inv val );

“non-local goto”

handle error conditions in deeply nested functions

longjmp may not be called after the routine which called setjmp
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getrlimit(2) and setrlimit(2)

#include <sys/resource.h>

int getrlimit(int resouce , struct rlimit * rlp );
int setrlimit(int resouce , const struct rlimit * rlp );

Changing resource limits follows these rules:

a soft limit can be changed by any process to a value less than or equal to its
hard limit

any process can lower its hard limit greater than or equal to its soft limit

only superuser can raise hard limits
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Process Identi�ers

#include <unistd.h>

pid t getpid(void);
pid t getppid(void);

Process ID's are guaranteed to be unique and identify a particular executing process
with a non-negative integer.

Certain processes have �xed, special identi�ers. They are:

swapper, process ID 0 – responsible for scheduling

init, process ID 1 – bootstraps a Unix system, owns orphaned processes

pagedaemon, process ID 2 – responsible for the VM system (some Unix systems)
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fork(2)

#include <unistd.h>

pid t fork(void);

fork(2) causes creation of a new process. The new process (child process) is an
exact copy of the calling process (parent process) except for the following:

The child process has a unique process ID.

The child process has a different parent process ID (i.e., the process ID of the
parent process).

The child process has its own copy of the parent's descriptors.

The child process' resource utilizations are set to 0.
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The exec(3) functions

#include <unistd.h>

int execl(const char * pathname, const char * arg0, ... /* (char *) 0 */);

int execv(const char * pathname, char * const argvp[] );

int execle(const char * pathname, const char * arg0, ... /* (char *) 0, char *const envp[] */ );

int execve(const char * pathname, char * const argvp[] , char * const envp[] );

int execlp(const char * filename , const char * arg0, ... /* (char *) 0 */);

int execvp(const char * filename , char *const argv[] );

The exec() family of functions are used to completely replace a running process with
a a new executable.

if it has a v in its name, it takes the argv's as a vector: const * char argv[]

if it has an l in its name, it takes the argv's as a list: const char *arg0, ... /*
(char *) 0 */

if it has an e in its name, it takes a char * const envp[] array of environment
variables

if it has a p in its name, it uses the PATHenvironment variable to search for the �le
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vfork(2) and COW

While Unix has no notion of an atomic spawnoperation, the sequence: fork() ,
exec() is still extremely common. A special purpose fork() , called vfork() was
added in early versions of Unix. vfork() 's purpose was to create an additional
process which promised to immediately call exec() . Because of this promise,
vfork() was able to get away with not copying the heap, data, stack, bss, etc. of the
parent.

However, in the modern, more mature VM model, this “copying” is never done until an
explicit write to a segment is made. Even then, only the page (usually around 4096 or
8192 bytes) which contains the data is copied. This strategy is known as “Copy On
Write” or “COW ”. This model essentially obseletes vfork() .
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wait(2) and waitpid(2)

#include <sys/types.h>
#include <sys/wait.h>

pid t wait(int * status );
pid t waitpid(pid t pid , int * status , int options );

A parent that calls wait(2) or waitpid(2) can:

block (if all of its children are still running)

return immediately with the termination status of a child

return immediately with an error

Difference between these two functions:

wait(2) can block until the process terminates, waitpid(2) has an option to
prevent it from blocking

waitpid(2) can wait for a speci�c process to �nish
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wait(2) and waitpid(2)

Once we get a termination status back in status , we'd like to be able to determined
how a child died. We do this with the following macros:

WIFEXITED(status) – true if the child terminated normally. Then execute
WEXITSTATUS(status)to get the exit status.

WIFSIGNALED(status)– true if child terminated abnormally (by receiving a signal
it didn't catch). The we call:

WTERMSIG(status)to retrieve the signal number

WCOREDUMP(status)to see if the child left a core image

WIFSTOPPED(status)– true if the child is currently stopped. Call
WSTOPSIG(status)to determine the signal that caused this.

Additionally, waitpid 's behavior can be modi�ed by supplying WNOHANGas an option,
which says that if the requested pid has not terminated, return immediately instead of
blocking.
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Signal Concepts

Signals are a way for a process to be noti�ed of asynchronous e vents. Some
examples:

a timer you set has gone off (SIGALRM)

some I/O you requested has occurred (SIGIO)

a user resized the terminal ”window” (SIGWINCH)

a user disconnected from the system (SIGHUP)

As you can see, all signals are given descriptive abbreviations which begin with SIG.
Note that before making use of these signals, you should check the system manual
pages on your particular system for exact descriptions.
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Signal Concepts

These signal names are de�ned in <signal.h> . Besides the asynchronous events
listed previously, there are many ways to generate a signal:

terminal generated signals (user presses a key combination which causes the
terminal driver to generate a signal)

hardware exceptions (divide by 0, invalid memory references, etc)

kill(1) allows a user to send any signal to any process (if the user is the owner
or superuser)

kill(2) (a function call, not the unix command) performs the same task

software conditions (other side of a pipe no longer exists, urgent data has arrived
on a network �le descriptor, etc.)
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Signal Concepts

Once we get a signal, we can do one of several things:

Ignore it. (note: there are some signals which we CANNOT or SHOULD NOT
ignore)

Catch it. That is, have the kernel call a function which we de� ne whenever the
signal occurs.

Accept the default. Have the kernel do whatever is de�ned as t he default action
for this signal
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signal(3)

#include <signal.h>

void (*signal(int signo , void (*func)(int)))(int);

Returns: previous disposition of signal if OK, SIG ERRotherwise
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signal(3)

#include <signal.h>

void (*signal(int signo , void (*func)(int)))(int);

Returns: previous disposition of signal if OK, SIG ERRotherwise

To simplify that prototype, we can use:

typedef void Sigfunc(int);

So that the declaration becomes:

Sigfunc *signal(int signo, Sigfunc * func);

Now the func argument can be:

SIG IGNwhich requests that we ignore the signal signo

SIG DFLwhich requests that we accept the default action for signal signo

or the address of a function which should catch or handle a signal
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Program Startup

When a program is execed, the status of all signals is either default or ignore.
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Program Startup

When a program is execed, the status of all signals is either default or ignore.

When a process fork(2) s, the child inherits the parent's signal dispositions.
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Program Startup

When a program is execed, the status of all signals is either default or ignore.

When a process fork(2) s, the child inherits the parent's signal dispositions.

A limitation of the signal(3) function is that we can only determine the current
disposition of a signal by changing the disposition.
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Interrupted System Calls

Some system calls can block for long periods of time (or forever). These include
things like:

read(2) s from �les that can block (pipes, networks, terminals)

write(2) to the same sort of �les

open(2) of a device that waits until a condition occurs (for example, a modem)

pause(3) , which purposefully puts a process to sleep until a signal occurs

Traditionally, if a process was executing one of these calls and a signal occurred, the
call was aborted with an errno return of EINTR. The assumption being that if
something generated a signal for this process, it's important enough to stop waiting
for whatever it is that the process was doing.

This behavior necessitated checking failed system calls of this nature explicitly for this
condition, and restarting the system call. Because of this, many implementations of
Unix automatically restart certain system calls.
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Reentrant Functions

If your process is currently handling a signal, what functions are you allowed to use?
Consider that whenever a signal occurs, control is immediately transferred from
whatever current instruction is being executed to the start of your signal handler.

Suppose your program was in the middle of a malloc system call when a signal
occurs. Can you call malloc in your signal handler? Most certainly not. The state of
the data structures used by malloc to track allocated memory are not in a consistent
state if you interrupt its operation. Calling malloc again before you allow the �rst
instance of malloc to complete would be disasterous.

Functions which can have several instances in progress simultaneously are said to
be reentrant functions. POSIX.1 guarantees that certain functions are reentrant. A
list of them can be found on p. 306 of your text.
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kill(2) and raise(3)

#include <sys/types.h>
#include <signal.h>

int kill(pid t pid , int signo );
int raise(int signo );

pid > 0 – signal is sent to the process whose PID is pid

pid == 0 – signal is sent to all processes whose process group ID equals the
process group ID of the sender

pid == -1 – POSIX.1 leaves this unde�ned, BSD de�nes it (see kill(2) )
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sigaction(2)

#include <signal.h>

int sigaction(int signo , const struct sigaction * act , struct sigaction * oact );

This function allows us to examine or modify the action associated with a particular
signal.

struct sigaction {
void (*sa_handler)(); /* addr of signal handler, or

SIG_IGN or SIG_DFL */
sigset_t sa_mask; /* additional signals to block */
int sa_flags; /* signal options */

};
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Pipes: pipe(2)

#include <unistd.h>

int pipe(int filedes[2] );

Returns: 0 if OK, -1 otherwise

oldest and most common form of UNIX IPC

half-duplex

can only be used between processes that have a common ancestor

Behavior after closing one end:

read(2) from a pipe whose write end has been closed returns 0 after all data has
been read

write(2) to a pipe whose read end has been closed generates SIGPIPEsignal. If
caught or ignored, write(2) returns an error and sets errno to EPIPE.
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Pipes: popen(3) and pclose(3)

#include <stdio.h>

FILE *popen(const char * cmd, const char * type );

Returns: �le pointer if OK, NULLotherwise

int pclose(FILE * fp );

Returns: termination status cmd or -1 on error

historically implemented using unidirectional pipe

type one of “r” or “w”

cmd passed to /bin/sh -c
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FIFOs: mkfifo(2)

#include <sys/stat.h>

int mkfifo(const char * path , mode t mode);

Returns: 0 if OK, -1 otherwise

aka “named pipes”

allows unrelated processes to communicate

just a type of �le – test for using S ISFIFO(st mode)

mode same as for open(2)

use regular I/O operations (ie open(2) , read(2) , write(2) , unlink(2) etc.)

main uses for FIFOs:

used by shell commands to pass data from one shell pipeline to another
without creating intermediate temporary �les

pass data between client and server
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Sockets: socketpair(2)

#include <sys/socket.h>

int socketpair(int d, int type , int protocol , int * sv);

The socketpair(2) call creates an unnamed pair of connected sockets in the
speci�ed domain d, of the speci�ed type, and using the optionally speci�ed protocol.

The descriptors used in referencing the new sockets are returned in sv[0] and sv[1].
The two sockets are indistinguishable.
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Sockets: socket(2)

#include <sys/socket.h>

int socket(int domain, int type , int protocol );

Some of the currently supported domains are:

Domain Description
PFLOCAL local (previously UNIX) domain protocols
PF INET ARPA Internet protocols
PF INET6 ARPA IPv6 (Internet Protocol version 6) protocols
PF ISDN Integrated Services Digital Network
PFARP RFC 826 Ethernet Address Resolution Protocol

Some of the currently de�ned types are:

Type Description
SOCKSTREAM sequenced, reliable, two-way connection based byte streams
SOCKDGRAM connectionless, unreliable messages of a �xed (typically s mall) maximum length
SOCKSEQPACKETsequenced, reliable, two-way connection-based data transmission path for datagrams of �xed maximum length
SOCKRAW access to internal network protocols and interfaces
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Sockets: Datagrams in the UNIX domain

udgramread.c and udgramsend.c

create socket using socket(2)

attach to a socket using bind(2)

binding a name in the UNIX domain creates a socket in the �le sy stem

both processes need to agree on the name to use

these �les are only used for rendezvous, not for message deli very once a
connection has been established

sockets must be removed using unlink(2)
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Sockets: Datagrams in the Internet Domain

dgramread.c and dgramsend.c

Unlike UNIX domain names, Internet socket names are not entered into the �le
system and, therefore, they do not have to be unlinked after the socket has been
closed.

The local machine address for a socket can be any valid network address of the
machine, if it has more than one, or it can be the wildcard value INADDRANY.

“well-known” ports (range 1 - 1023) only available to super-user

request any port by calling bind(2) with a port number of 0

determine used port number (or other information) using getsockname(2)

convert between network byteorder and host byteorder using htons(3) and
ntohs(3) (which may be noops)
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Sockets: Connections using stream sockets

streamread.c and streamwrite.c

connections are asymmetrical: one process requests a connection, the other
process accepts the request

one socket is created for each accepted request

mark socket as willing to accept connections using listen(2)

pending connections are then accept(2) ed

accept(2) will block if no connections are available

select(2) to check if connection requests are pending
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Sockets: Other Useful Functions

I/O on sockets is done on descriptors, just like regular I/O, ie the typical read(2) and
write(2) calls will work. In order to specify certain �ags, some other functions can
be used:

send(2) , sendto(2) and sendmsg(2)

recv(2) , recvfrom(2) and recvmsg(2)

To manipulate the options associated with a socket, use setsockopt(2) :
Option Description
SODEBUG enables recording of debugging information
SOREUSEADDRenables local address reuse
SOREUSEPORTenables duplicate address and port bindings
SOKEEPALIVE enables keep connections alive
SODONTROUTEenables routing bypass for outgoing messages
SOLINGER linger on close if data present
SOBROADCASTenables permission to transmit broadcast messages
SOOOBINLINE enables reception of out-of-band data in band
SOSNDBUF set buffer size for output
SORCVBUF set buffer size for input
SOSNDLOWAT set minimum count for output
SORCVLOWAT set minimum count for input
SOSNDTIMEO set timeout value for output
SORCVTIMEO set timeout value for input
SOTIMESTAMPenables reception of a timestamp with datagrams
SOTYPE get the type of the socket (get only)
SOERROR get and clear error on the socket (get only)

Lecture 01: Introduction, UNIX history, UNIX Programming Basics November 25, 2008



CS810D - Advanced Programming in the UNIX Environment Slide 136

System V IPC

Three more types of IPC originating from System V:

Message Queues

Semaphores

Shared Memory

All three use IPC structures, referred to by an identi�er and a key.

Since these structures are not known by name, special system calls (msgget(2) ,
semop(2), shmat(2) , etc.) and special userland commands (ipcrm(1) , ipcs(1) , etc.)
are necessary.
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System V IPC: Message Queues

linked list of messages stored in the kernel

create or open existing queue using msgget(2)

add message at end of queue using msgsnd(2)

control queue properties using msgctl(2)

receive messages from queue using msgrcv(2)

The message itself is contained in a user-de�ned structure s uch as

struct mymsg {
long mtype; /* message type */
char mtext[1]; /* body of message */

};
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System V IPC: Semaphores

A semaphore is a counter used to provide access to a shared data object for multiple
processes. To obtain a shared resource a process needs to do the following:

1. Test semaphore that controls the resource.

2. If value of semaphore > 0, decrement semaphore and use resource; increment
semaphore when done

3. If value == 0 sleep until value > 0

Semaphores are obtained using semget(2) , properties controlled using semctl(2) ,
operations on a semaphore performed using semop(2).
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System V IPC: Shared Memory

fastest form of IPC

access to shared region of memory often controlled using semaphores

obtain a shared memory identi�er using shmget(2)

catchall for shared memory operations: shmctl(2)

attach shared memory segment to a processes address space by calling
shmat(2)

detach it using shmdt(2)
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Nonblocking I/O

Certain system calls can block forever:

read(2) from a particular �le, if data isn't present (pipes, termina ls, network
devices)

write(2) to the same kind of �le

open(2) of a particular �le until a speci�c condition occurs

read(2) and write(2) of �les that have mandatory locking enabled

certain ioctls(2)

some IPC functions (such as sendto(2) or recv(2) )

Nonblocking I/O lets us issue an I/O operation and not have it block forever. If the
operation cannot be completed, return is made immediately with an error noting that
the operating would have blocked.
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Advisory Locking

#include <fcntl.h>

int flock(int fd ,int operation );

Returns: 0 if OK, -1 otherwise

applies or removes an advisory lock on the �le associated wit h the �le descriptor
fd

operation can be

LOCKSH

LOCKEX

LOCKNB

LOCKUN

locks entire �le
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Advisory “Record” Locking

Record locking is done using fcntl(2) , using one of F GETLK, F SETLKor F SETLKW
and passing a

struct flock {
short l_type; /* F_RDLCK, F_WRLCK, or F_UNLCK */
off_t l_start; /* offset in bytes from l_whence */
short l_whence; /* SEEK_SET, SEEK_CUR, or SEEK_END */
off_t l_len; /* length, in bytes; 0 means "lock to EOF" */
pid_t l_pid; /* returned by F_GETLK */

}

Lock types are:

F RDLCK– Non-exclusive (read) lock; fails if write lock exists.

F WRLCK– Exclusive (write) lock; fails if any lock exists.

F UNLCK– Releases our lock on speci�ed range.
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Advisory “Record” locking

#include <unistd.h>

int lockf(int fd , int value , off t size );
Returns: 0 on success, -1 on error

Convenience library function.
value can be:

F ULOCK– unlock locked sections

F LOCK– lock a section for exclusive use

F TLOCK– test and lock a section for exclusive use

F TEST– test a section for locks by other processes
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Memory Mapped I/O

#include <sys/types.h>
#include <sys/mman.h>

void *mmap(void * addr, size t len , int prot , int flags , int fd , off t offset );

Returns: pointer to mapped region if OK

Protection speci�ed for a region:

PROTREAD– region can be read

PROTWRITE– region can be written

PROTEXEC– region can be executed

PROTNONE– region can not be accessed

�ag needs to be one of

MAPSHARED

MAPPRIVATE

MAPCOPY

which may be OR'd with other �ags (see mmap(2)for details).
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I/O Multiplexing

#include <sys/types.h>
#include <sys/time.h>
#include <unistd.h>

int select(int maxfdp1, fd set * readfds , fd set * writefds
fd set * exceptfds , struct timeval * tvptr );

Returns: count of ready descriptors, 0 on timeout, -1 otherwise

Arguments passed:

which descriptors we're interested in

what conditions we're interested in

how long we want to wait

select(2) tells us

total count of descriptors that are ready

which descriptors are ready
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Client-Server Model

two categories of of servers

1. iterative

2. concurrent
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Client-Server Model

two categories of of servers

1. iterative

1.1.wait for client request to arrive
1.2.process the client request
1.3.send the response back to the client
1.4.go back to 1.1

2. concurrent
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Client-Server Model

two categories of of servers

1. iterative

1.1.wait for client request to arrive
1.2.process the client request
1.3.send the response back to the client
1.4.go back to 1.1

2. concurrent

2.1.wait for client request to arrive
2.2.start a new server to handle this client's request
2.3.go back to 2.1
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Dæmon characteristics

Commonly, dæmon processes are created to offer a speci�c ser vice.

Dæmon processes usually

live for a long time

are started at boot time

terminate only during shutdown

have no controlling terminal
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Dæmon characteristics

The previously listed characteristics have certain implications:

do one thing, and one thing only

no (or only limited) user-interaction possible

consider current working directory

how to create (debugging) output
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Writing a dæmon

fork off the parent process

change �le mode mask (umask)

create a unique Session ID (SID)

change the current working directory to a safe place

close (or redirect) standard �le descriptors

open any logs for writing

enter actual dæmon code
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Dæmon conventions

prevent against multiple instances via a lock�le

allow for easy determination of PID via a pid�le

con�guration �le convention /etc/ name.conf

include a system initialization script (for /etc/rc.d/ or /etc/init.d/ )

re-read con�guration �le upon SIGHUP
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A central logging facility

There are three ways to generate log messages:

via the kernel routine log(9)

via the userland routine syslog(3)

via UDP messages to port 514
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syslog(3)

#include <syslog.h>

void openlog(const char * ident , int logopt , int facility );
void syslog(int priority , const char * message, ...);

openlog(3) allows us to set speci�c options when logging:

prepend ident to each message

specify logging options (LOGCONS | LOGNDELAY | LOGPERRO | LOGPID)

specify a facility (such as LOGDAEMON, LOGMAILetc.)

syslog(3) writes a message to the system message logger, tagged with priority.
A priority is a combination of a facility (as above) and a level (such as LOGDEBUG,
LOGWARNINGor LOGEMERG).
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Software Development Tools

UNIX Userland is an IDE – essential tools that follow the paradigm of “Do one thing,
and do it right” can be combined.

The most important tools are:

the compiler toolchain, obviously

make(1) – project build management, maintain program dependencies

diff(1) and patch(1) – report and apply differences between �les

cvs(1) – distributed project management, version control

gdb(1) – debugging your code
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cc(1) and ld(1)

The compiler usually performs preprocessing (via cpp(1) ), compilation (cc(1) ),
assembly (as(1) ) and linking (ld(1) ).

Different �ags can be passed to cc(1) to be passed through to each tool as well as to
affect all tools.

The order of the command line �ags may play a role! Directories searched for
libraries via -L and the resolving of unde�ned symbols via -l are examples of
position sensitive �ags.

The behavior of the compiler toolchain may be in�uenced by en vironment variables
(eg TMPDIR, SGI ABI) and/or the compilers default con�guration �le (MIPSPro's
/etc/compiler.defaults or gcc's specs).
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make(1)

make(1) is a command generator. Using a description �le (usually Make�le ) it creates
a sequence of commands for execution by the shell.

used to sort out dependency relations among �les

avoids having to rebuild the entire project after modi�cati on of a single source �le

performs selective rebuilds following a dependency graph
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make(1)

make(1) is a command generator. Using a description �le (usually Make�le ) it creates
a sequence of commands for execution by the shell.

used to sort out dependency relations among �les

avoids having to rebuild the entire project after modi�cati on of a single source �le

performs selective rebuilds following a dependency graph

allows simpli�cation of rules through use of macros and suf�xes , some of which
are internally de�ned
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make(1)

make(1) is a command generator. Using a description �le (usually Make�le ) it creates
a sequence of commands for execution by the shell.

used to sort out dependency relations among �les

avoids having to rebuild the entire project after modi�cati on of a single source �le

performs selective rebuilds following a dependency graph

allows simpli�cation of rules through use of macros and suf�xes , some of which
are internally de�ned

macros can be overwritten on the command-line
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make(1)

make(1) is a command generator. Using a description �le (usually Make�le ) it creates
a sequence of commands for execution by the shell.

used to sort out dependency relations among �les

avoids having to rebuild the entire project after modi�cati on of a single source �le

performs selective rebuilds following a dependency graph

allows simpli�cation of rules through use of macros and suf�xes , some of which
are internally de�ned

macros can be overwritten on the command-line

different versions of make(1) (BSD make, GNU make, Sys V make, ...) may differ
(among other things) in

variable assignment and expansion/substitution

including other �les

�ow control (for-loops, conditionals etc.)

special targets
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Priority of Macro Assignments for make(1)

1. Internal (default) de�nitions of make(1)

2. Current shell environment variables. This includes macros that you enter on the
make command line itself.

3. Macro de�nitions in Make�le .

4. Macros entered on the make(1) command line, if they follow the make command
itself.
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diff(1) and patch(1)

diff(1) :

compares �les line by line

output may be used to automatically edit a �le

can produce human “readable” output as well as diff entire directory structures

output called a patch

patch(1) :

applies a diff(1) �le (aka patch) to an original

may back up original �le

may guess correct format

ignores leading or trailing “garbage”

allows for reversing the patch

may even correct context line numbers
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cvs(1)

The Concurrent V ersions Systems, a version control system similar to RCS or
SCCS, allows you to

keep old versions of �les

keep a log of who, when, and why changes occurred

handle multiple developers, multiple directories

perform release engineering by creating branches

cvs(1) does have some shortcomings:

impossible to rename a �le (must remove and create new �le ! loss of revision
history)

commits are not atomic
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gdb(1)

The purpose of a debugger such as gdb(1) is to allow you to see what is going on
“inside” another program while it executes – or what another program was doing at
the moment it crashed. gdb allows you to

make your program stop on speci�ed conditions (for example b y setting
breakpoints)

examine what has happened, when your program has stopped (by looking at the
backtrace, inspecting the value of certain variables)

inspect control �ow (for example by stepping through the program)

Other interesting things you can do:

examine stack frames: info frame, info locals, info args

examine memory: x

examine assembly: disassemble func
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Why use encryption?

personal privacy

“juicy” personal conversations

private information that might reveal other information

shopping history / personal interests ! pro�le

safety from persecution based on “forbidden” activities

business secrets

passwords to other systems

salary information

other people's private information

insider information
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Why use encryption?

personal privacy

“juicy” personal conversations

private information that might reveal other information

shopping history / personal interests ! pro�le

safety from persecution based on “forbidden” activities

business secrets

passwords to other systems

salary information

other people's private information

insider information

... and of course, just because you're paranoid doesn't mean they're not after you!
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Purpose of Encryption

Encryption provides security in the areas of:

Authenticity

Accuracy or Integrity

Secrecy or Con�dentiality
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Purpose of Encryption

Encryption provides security in the areas of:

Authenticity

Is the person I'm talking to who I think it is?

Accuracy or Integrity

Secrecy or Con�dentiality
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Purpose of Encryption

Encryption provides security in the areas of:

Authenticity

Is the person I'm talking to who I think it is?

Accuracy or Integrity

Is the message I received in fact what was sent?

Secrecy or Con�dentiality
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Purpose of Encryption

Encryption provides security in the areas of:

Authenticity

Is the person I'm talking to who I think it is?

Accuracy or Integrity

Is the message I received in fact what was sent?

Secrecy or Con�dentiality

Did/could anybody else see the message?
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How does encryption work?

Secrecy: Make sure that the data can only be read by those intended.
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How does encryption work?

Secrecy: Make sure that the data can only be read by those intended.

Alice and Bob agree on a way to transform data

transformed data is sent over insecure channel

Alice and Bob are able to get data out of the transformation
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How does encryption work?

Secrecy: Make sure that the data can only be read by those intended.

Alice and Bob agree on a way to transform data

transformed data is sent over insecure channel

Alice and Bob are able to get data out of the transformation

Different approaches:

secret key cryptography

public key cryptography
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How does encryption work?

Secrecy: Make sure that the data can only be read by those intended.

Alice and Bob agree on a way to transform data

transformed data is sent over insecure channel

Alice and Bob are able to get data out of the transformation

Different approaches:

secret key cryptography (example: DES)

Alice and Bob share a secret

Alice can prove to Bob that she knows a secret

public key cryptography
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How does encryption work?

Secrecy: Make sure that the data can only be read by those intended.

Alice and Bob agree on a way to transform data

transformed data is sent over insecure channel

Alice and Bob are able to get data out of the transformation

Different approaches:

secret key cryptography (example: DES)

Alice and Bob share a secret

Alice can prove to Bob that she knows a secret

public key cryptography (example: RSA)

Alice has a private and a public key

data encrypted with her private key can only be decrypted by her public key
and vice versa

public key can be shared with Bob
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Accuracy or Integrity

In order to protect against forgery or data manipulation, provide some sort of digest
or checksum (often a one-way hash). Popular choices:

5f4dcc3b5aa765d61d8327deb882cf99

5baa61e4c9b93f3f0682250b6cf8331b7ee68fd8

5e884898da28047151d0e56f8dc6292773603d0d6aabbdd62a11ef721d1542d8

Lecture 01: Introduction, UNIX history, UNIX Programming Basics November 25, 2008



CS810D - Advanced Programming in the UNIX Environment Slide 181

Accuracy or Integrity

In order to protect against forgery or data manipulation, provide some sort of digest
or checksum (often a one-way hash). Popular choices:

5f4dcc3b5aa765d61d8327deb882cf99(MD5)

5baa61e4c9b93f3f0682250b6cf8331b7ee68fd8(SHA-1)

5e884898da28047151d0e56f8dc6292773603d0d6aabbdd62a11ef721d1542d8
(SHA256)
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Accuracy or Integrity

In order to protect against forgery or data manipulation, provide some sort of digest
or checksum (often a one-way hash). Popular choices:

5f4dcc3b5aa765d61d8327deb882cf99(MD5)

5baa61e4c9b93f3f0682250b6cf8331b7ee68fd8(SHA-1)

5e884898da28047151d0e56f8dc6292773603d0d6aabbdd62a11ef721d1542d8
(SHA256)

Caveats:

“rainbow tables” / internet search engines allow for easy reverse lookup of
un-salted hashes.

integrity only ensured if authenticity of information itself is guaranteed
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Authenticity
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Authenticity

in private key cryptography, authenticity is (often) assumed/implied

in public key cryptography, often accomplished via a separate signature

ways to establish assurance of authenticity for parties that have never met:

public key infrastructures (PKI) and certi�cate authoriti es (CA)

“web of trust”
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Authentication

First, the client needs to prove that it knows the secret. This is done in the encryption
handshake, consisting of a challenge and a response.

I'm Alice

Encrypt R with shared
secret key K

Decrypt C using
shared secret key K

If you're Alice, decrypt C!

Alice Bob

R

Pick random R
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Blow�sh

See openssl blowfish(3) :

a symmetric block cipher

variable key length (we'll use 128 bit)

consists of a key setup phase and the actual encryption or decryption

use of ivec , which needs to be shared
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Cipher Block Chaining: ECB
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Cipher Block Chaining: ECB
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Cipher Block Chaining: CBC
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Cipher Block Chaining: CBC
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Sharing a per-session ivec

send K(C)

Alice Bob

generate random string R
encrypt random string using secret key K
send encrypted random string C to client

receive challenge C
decrypt random string using secret key K
use R to initialize ivec
md5 R

md5 it's own R and compare
use R to initialize ivec

send md5(R)
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Happy Thanksgiving!
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