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Abstract. This paper investigates a technique for using automated program ver-
ifiers to check conformance with information flow policy, in particular foop
grams acting on shared, dynamically allocated mutable heap objects.che te
nigue encompasses rich policies with forms of declassification and gappod-
ular, invariant-based verification of object-oriented programs. Thenigqae is
based on the known idea of self-composition, whereby noninterfefena com-
mand is reduced to an ordinary partial correctness property of thenaonh se-
quentially composed with a renamed copy of itself. The first contribution is to
extend this technique to encompass heap objects, which is difficult leetaus
tual renaming is inapplicable. The second contribution is a systematic rteeans
validate transformations on self-composed programs. Certain tramaions are
needed for effective use of existing automated program verifiersreydexploit
conservative flow inference, e.g., from security type inferengpeEments with

the technique using ESC/Java2 and Spec# verifiers are reported.

1 Introduction

Consider an imperative commafhcting on variables with declaratidgn For exam-
ple, I could bex:int,y:int,z:bool andS could bez:= (y > 0);x:=x+ L;y:=x. A
standard notion of confidentiality policy is to label valizbwith levels from a partially
ordered set, e.g{low, high} with low < high. This is interpreted to mean that infor-
mation is only allowed to flow from one variable to anothey zdo vy, if the level of
X is at most the level of. Such a policy is of interest only under theandatory ac-
cess control assumptidhat a principal at level can directly read only variables with
confidentiality label at or below . (Our results apply as well to the dual, integrity.)
This paper investigates a technique for using ordinary namogverifiers to check
conformance with policy, in particular for programs actiog shared, mutable heap
objects and policies that specify flows with finer granulatitan individual program
variables. The intended application is to programs in Jadhsamilar languages but
the technique pertains to any program using pointer strecfithe technique is known
asself-compositioi25, 7, 30, 15]; it reduces security to an ordinary partiatectness
property of the program composed with itself. The first ction is a novel extension
of this technique to encompass the heap. The second cdiurilisia systematic means
to validate certain transformations on self-composednarog that are needed to make
effective use of automated program verifiers to check sgguhis draws on work by
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Benton [9], Terauchi and Aiken [30]. The third contributinto report on promising
experiments with the ESC/Java2 [18] and Spec# [6] tools amubse challenges for
improvement of these tools.

To explain the main ideas we begin by considering the sceaave, with impera-
tive commands acting on variables of primitive type. Fordhecific lattice{low, high}
we write X € vis to express that is low. The formal notion that visible outputs reveal
no information about secret inputs (high variables) isexhfioninterferencg27] and
is expressed in terms of two runs of the prograffitwo initial statess ands’ agree
on variables invis andt, t’ are the final states from running the programsosnds
respectively, thehandt’ also agree on variables Vfis.

In program verification, a dashed identifier liKes often used to refer to the final
state corresponding 8)we do not use dashes that way, but rather to indicate a caupli
relation.

Because the noninterference property involves two ruregrinot simply be mon-
itored at runtime or expressed directly as a pre/post spatitin. For static analysis,
a popular approach is by means of a type system in which tyypbgde security la-
bels [31, 21, 27,24, 4,8]. The rules prevent, e.g., assighritea low variable of an
expression containing a high variable. Static analysiséful to detect bugs and tro-
jans; it does not prevent attacks that violate the abstias®mbodied by the language
semantics on which the analysis and definition of noninterfee are based.

Self-composition.Besides type checking, another approach that has beenredpto
based on Hoare logic [14, 10, 11]. The conditimahds’ agree on visible variables”
can be expressed by an assertion X Ay =Yy A... with an equatiorx = X for each

x € vis, wherex is fresh variable. Such an assertion can be interpretedair afstates

s, 5, wherex is the value ofx in s, or better still in a single state that assigns values
to bothx andx'. Now the property thaS is noninterferent can be expressed using a
renamed copyB acting on the dashed variables. Add to the language a combina
so thatS/S means parallel, independent executiorBaindS. ThenSis noninterferent
just if §S takes initial states satisfying= X Ay=Yy A... to final states satisfying the
same. For exampl& at the beginning of the paper is noninterferentvizr= {x} and

for vis= {x,y} but not forvis= {x,z}.

Two features of this formulation are interesting in termpalicy. Most importantly,
the pre-post specification can be extended to allow padlabses at finer granularity
than variables. For example, the equatancrypik,secre) = encryp(k’,secret) in
a precondition would allow release of the encryption butthetsecret plaintext. The
policy with postconditiorz = Z and preconditiorfy > 0) = (y' > 0) is satisfied by the

1 This paper focuses on termination-insensitive noninterference rGzhannels such as timing
and power consumption are also ignored. The rationale is that suchdtevimrder to exploit
as well as to prevent —our aim is a practical means to reduce the riskjafisrand bugs
in production software. For further simplification in this paper, programesdeterministic,
only initial and final states are observable, and the heap is unboundiederParithmetic is
disallowed, just as it is in Java and its cousins (ignotiaghcode), since otherwise it is very
hard to constrain information flow. On the other hand, the results makeswrgption about
the memory allocator, which may depend on the entire state; this entails sonpdications
concerning but is a price worth paying for applicability to real systems.



Sat the beginning of the paper. Preconditions can also dondiecrecy of a variable
on event history or permissions, or allow one but not botiwaf $ecrets to be released
(e.g., [10, 29,1, 5)).

The second feature relevant to policy is that the formutatioes not directly handle
label lattices bigger thaglow, high}. But it is well known that the noninterference
property for a general lattice can be reduced to a conjunction of properties, using
just {low, high} with low representing all the levels below a fixed levelLimnd high
representing the rest. Henceforth we consider policy infthe of a setvis of low
variable and field names.

This paper focuses on checking programs for conformande giien policy. Be-
cause only terminating computations are considered, acaliseS andS act on dis-
joint variables, computations &S are the same as computations of the sequ&rge
(and alsaS; S). We have arrived at thgelf-compositiontechnique [7, 30]: noninterfer-
ence ofSis reduced to an ordinary partial correctness property, 8f with respect to
specifications over dashed and undashed copies of progréebies.

Partial correctness is undecidable whereas the type-tzgg@dach is fast. But ef-
ficiency is gained at the cost of conservative abstractigrical type systems are flow
insensitive and may be very conservative in other ways, gk of arithmetic sim-
plification. With a complete proof system, and at the cosintériactive proving, any
noninterferent program can be proved so using self-cortipnsiWhat is really inter-
esting is the potential to use existing automated verificatdols to check security of
programs that are beyond the reach of a conventional typeekenalysis. There are two
significant obstacles to achieving this potential; overitmnthem is the contribution of
the paper.

Obstacles.To see the first obstacle, note first that there is reason tptimistic about
automation: pre-post specification of policy involves oslynple equalities, not full
functional correctness. But Terauchi and Aiken [30] poiat that to verify a simple
correctness judgemerk = x'}S,S{y = y'} requires —in some way or another de-
pending on the verification method— to find an intermediateddmon that holds at the
semicolon. Supposginvolves a loop computing a value fgr The intermediate condi-
tion needs to describe the final stateyofith sufficient accuracy that aft& it can be
determined thay = y'. In the worst case this is nothing less than computing s&sing
postconditions. The weakest precondition 8mwould do as well but is no easier to
compute without a loop invariant being given. (And simiaibr method calls.) This
obstacle will reappear when we consider the second obstacle

The second obstacle is due to dynamically allocated mutdijéets. Note first that
there is little practical motivation, or means, to assigoela to references themselves
since upward flows can create useful low-high aliases areteefe (pointer) literals
are not available in most languages. Rather, field namesamables are labeled, as in
Jif [21] and [4, 8]. But noninterference needs to be basedmutian of indistinguisha-
bility taking into account that some but not all referenceslaw visible. References to
objects allocated in “high computations” (i.e., influendschigh branching conditions)
must not flow to low variables and fields. References thatavevisible may differ be-
tween two runs, since the memory allocator may be forceddaoshdifferent addresses
due to differing high allocations (unless we make unrdalestsumptions about the al-



locator as in some works). Suppose a statakes the forms = (h,r) wherer is an
assignment to variables as before rid a partial function from references to objects
(that map field names to values). Indistinguishability(lofr) and (i,r’) can be for-
malized in terms of a partial bijective relation on referesidnterpreted as a renaming
between the visible referencesdamh and those inlomh’ (as in [4, 8, 22]).

The second obstacle is that self-composition requiresraimed copy” of the heap
—but objects are anonymous. To jdin,r) and (h',r’) into a single state, andr’ are
combined as a disjoint unionr’ as before. But how cah andh’ be combined into
a single heap? And how c&be transformed to a8 such that computations & S
correspond to pairs of computations $f —all in a way that can be expressed using
assertions in a specification language like JML [19]. Ouusoh adds ghost fields to
every object; these are used in assertions that expressattigop of the heap into
dashed and undashed parts as well as a partial bijectiorebatthem. Theorem 1
says that our solution is sound and complete (relative toséhiication system). The
theorem applies to relational properties in general, nst fninterference. The full
significance of this pertains to data abstraction and is heybe scope of this paper,
but the importance of relations between arbitrary pamadS should become apparent
in the following paragraphs.

Theorem 1 says th&is noninterferent just if the corresponding “partial catreess
judgement” (Hoare triple) is valid fog S whereS is the dashed copy. The point is
to use an off-the-shelf verifier to prove it. But our relagoinvolve the ghost fields
that encode a partial bijection; as usual with auxiliaryialles, a proof will only be
possible if the program is judiciously augmented with assignts to these variables.
The assignments are only needed at points where visibletstgee allocated: for: =
new C in the original prograns (whereC is the name of the object’s class), we need
in S to add assignments to fields of the object referenced hy link the two —after
both have been allocated:= newC; X : = newC; Mate(x, X') whereMate abbreviates
the ghost assignments. But consider the following toy examwpere allocation occurs
in a loop. The policy is thasecret does not influence the result, which is an array of
objects each witkral field set tox.

Node[] m(int x, int secret) {
Node[] m_result; m_result= new Node[10]; int i= O;
while (i<10) { m_result[i]l= new Node(); m_result([i].val= x; i++; }
return m_result; }

If two copies of the method body are sequentially composiktheundashed objects
have been allocated before any of the dashed ones are, soahiegt be paired up as
required, at least not without additional reasoning abbetgostcondition of the first
loop —the first obstacle reappears!

To overcome the first obstacle, Terauchi and Aiken [30] expkat the sequence
S, S has special structure. They give a transformation whe&@hy interleaved and
partially merged witlS so that equalities between undashed variables and théiedas
counterparts are more easily tracked by an automated vehifiparticular, for a loop
while E do Sod with guard conditiorE known to be low, the two copies can be merged
aswhile E do S; S od rather tharwhile E do Sod;while E’ do S od. (Example method
m is shown self-composed in Fig. 3 and transformed in Fig. Bgré are other opti-
mizations, e.g., commuting independent commands andaiagla: = E; X := E’ by



X:= E;X 1= xin casek is an integer expression known to be low (and a mating version
for reference types). The transformations depend on pmimrination and of course
they must be proved sound. The prior information is itselbainterference property
(e.g.,E = E' modulo renaming of references, for the loop transformatibnt it can
be weaker than the ultimate policy to be checked. The iddaaisat type based analy-
sis is used first; if it fails to validate conformance with tthesired policy, it may still
determine that some expressions are low and this can beitexplo facilitate the self-
composition technique.

Similar considerations apply to modular reasoning abouhaeecalls, for which
thorough investigation is left to future work.

This paper formulates the transformations usalgtional Hoare logicas advocated
by Benton [9]. The observation is that the contextual infation on which many trans-
formations depend (e.g., compiler optimizations) can gessed as relational proper-
ties, typically partial equivalence relations, that areaited by various static analyses
(including information flow typing). To adapt and extend Beris logic from simple
imperative programs to objects requires that renamingsdmporated and additional
rules are needed. Type inference would be performed on thmaal prograntS, but
the program to be transformed is the self-composed ve&i8nso an intricate embed-
ding is needed to justify use of the transformed program &zklsecurity ofS. This is
Theorem 2, which is formulated semantically. Developmémie requisite proof rules
is left to future work.

Overview. Sect. 2 sketches the language for which our results are fixedafocus-

ing on the model of state. Sect. 3 formalizes relationaleminess judgements (“Hoare
quadruples”) and defines some important relations likestntjuishability. Noninter-
ference for comman&in contextl” is expressed as the relational correctness judge-
mentl" | =S~ S:Z —> . whereZ and.¥ are the precondition and postcondition
expressing the security policy. (Notation adapted from 23

Sect. 4 gives the main definitions, which use ghost fields andl Iconditions to
encode a pair of states as a single state, and thereby englatiens as predicates.
Sect. 5 gives the first theorem: a program satisfies a rekdtomrrectness judgement
just if the self-composed version satisfies the partialezirress judgement obtained by
combining pairs of initial and final states. Thatiig/” = S~ S:Z —> .7 is equivalent
to validity of a partial correctness judgemehit= {#'} SS {.7'} where context\
is the combined state space, also writfeii /, that declares both dashed and undashed
copies of the variables. Herg! and.#! are predicates on this state space that encode
relations#Z and.#, andS is the dashed copy &

Sect. 6 illustrates how the encoding of state pairs from.Skectan be expressed
as a formula in a specification language like JML [19] and ftorts on encouraging
experiments. Sect. 7 describes rules by wig® can be transformed to a merged form
S* under the assumption of some weaker security progéiffy= S~ S:.7 —»> .7 that
would be obtained by type inference. The transformaticelfiis expressed in a form
like A|A =SS ~S:. 7 —> 7 that says the two are equivalent under the assumption.
The second theorem confirms tiat= {#'} S {1} impliesA | {#1} S S {71},
thereby reducing the original security probleMl” = S~ S:%Z —> .7, to verification
of A = {#1) S {1},



Sect. 8 discusses related work and issues in modular sgicificof the “mating
invariant” in JML and similar specification languages. Adioa version gives omitted
definitions and proofs.

2 Programs, semantics, and partial correctness judgements

Our results pertain to languages like Java where objectastances of named classes
and the class of a reference can be tested (and cast). Nmatittoperations are appli-
cable to references, except for equality test. One key lelfimama 1), is proved by
induction on syntax and thus requires a semantics for cordmarhe full version of
the paper uses a language similar to that in [3]: a completgram is a class table, i.e.,
closed set of class declarations in which fields and methad$e mutually recursive.
Commands include field update, assignment, control strestand local blocks dy-
namically bound method calls —essentially sequential JEiva.main ideas and results
only involve the semantic entities, in particular stated state transformers.

Programs are assumed to be type-correct. A command in d¢omteten I” + S
denotes a state transformer of type~ I, i.e., a total function from initial states for
I to L -lifted states for. The improper statd represents divergence and error. This
denotational style of semantics is used primarily in ordesupport modular reasoning
about method invocations. (The full version of the paperesgkes modular, per-method
verification as it is done in tools like ESC/Java2.)

A single syntactic category, “variable names”, is used fldfiparameter, and local
variable names, with typical elemextThe data types are given By.=int | bool | C
whereC ranges over names of declared classes. A value of a clas€ tigpeither null
or a reference to an allocated object of typeSubtyping is the reflexive, transitive
relation< determined by the immediate superclass given in each ctadardtion.

States have no dangling pointers and every object’s fieldeardy local variable
holds a value compatible with its type. To formalize theseditions and others, it is
convenient to separate the type of an object from the staitts fields. Aref context
is a finite partial functiorp that maps references to class names. The idea is that if
0 € domp theno is allocated and moreoverpoints to an object of typp 0. We write
[T]p for the set of values of typ€ in a state wher@ is the ref context. In casE is a
primitive type,[[T]p is a set of values, independent frgmBut if T is a clas<C then
[Cllp is the set containingil and all the allocated references dom p with po <C.

Given context” and ref contexp, astore forl” in p is an assignmemtof values to
variables, such ik: T isin I" thenrx is in [T]p. Let [Stol ]p be the set of stores for
I in p. For instance, we writéeldsC for the variable context of declared and inherited
fields of objects of exactly typ€. Thus a store iffSto(fieldsC)]|p represents the state
of a C-object. Aheapfor p is a function that maps each referer@e domp to an
object of claso, i.e., to an element dfSto(fields(p 0))]|p. Thus forh € Heap p and
0 € dom p, the applicatiorhox (sometimes writtein 0.x for clarity) denotes the value
of field x of objecto in h. A pre-heaps like a heap but with dangling pointers allowed.
A program statdor given context” is a triple(p, h,r) containing a ref context, a heap,
and a store fof . The set of states fdr is written[[I” ] —note the absence of parameter



p, since the ref context is part of the state. Finally, the nreafi” - §] of a command
Sis a (total) function fronfr | to [FJU{L}.

Partial correctness judgementt.is usual for postconditions to be two-state predicates,
i.e., to have some means to refer to the initial state anetiyerelate initial and final
values, e.g., “old” expressions in JML or auxiliary variewl We formalize auxiliaries

in terms of indexed families of predicates. Suppose thand 2 are indexed families

of predicates?; C [I"], 2; C [[I']] for somel” and witht ranging over some set. Then
definel’ = {7} S{2} to meanwvt .l = {Z} S{Z2;}. Herel" = {%;} S{2:}
meansvt € [I']] . Zt Al F Gt # L= 2:([I - gt). In fact our only use of auxil-
iaries is to manipulate pointer renamings encoded in the.sta

3 Coupling relations and relational correctness judgemers

In this section we specify noninterference in terms of fefet! correctness judgements,
where couplings involve bijective renaming of visible atige Throughout the paper, we
let T and g range over finite bijective relations on the (infinite) seteferences. For
such a relation we write: p < p’, and sayr is atyped bijection fronp to p’, if and
only if domt C domp, rngT C domp’, andpo = p’0d for all (0,0') € t. Finally, T is
total, and called aenaming if dom T = dom p andrng T = dom p’. For states we write
T:s+<> S to abbreviata : p « p’ wheres= (p,h,r) ands = (p’,l,r’). Also (0,0') e T

is often written as a curried applicatiom d, that is, we confuse sets with characteristic
functions.

For anyl” andl"’, anindexed relation fronf to I’ is a family, %, indexed on typed
bijections, such tha#; C [I'] x [I'’] for all T and moreover iZ:(p,h,r)(p’,h,r")
thent:p < p’. Note that we do not write?; C [I"]|p x [I"'[|p’ —we have not defined
[ Tp. The first example is a kind of identity relation that take®iaccount that pro-
grams are insensitive to renaming, owing to the absencedvéas arithmetic. Indexed
relations (on states) are usually defined in terms of a hibyaof relations on simpler
semantic objects —stores and values— and we reflect this imafagion.

Id: I (p,h,r) (p',0,1") < (1:p < p’, istotal) A Id;(Stol)rr’
A V(0,0) € T. Id; (Sto(fields(p0))) (ho) (h' o)
Id; (Stol)rr’ < vV(x:T) el .1d; T (rx) (r'x)
Id; TvV <= v=V for primitive typeT
ld;CvV <= (v=nil=V)VvT1VvV forclassC

Strictly speaking, it is the function mappingo Id; I" that is an indexed relation (in this
case, from” to I"); but we indulge in harmless rearrangement of parameterddaty.

To understand the third conjunct in the definitionldf I, recall thatfieldsC is
the typing context for the fields declared and inherited assC, andpo is the class
of referencen. So this conjunct uses the instantiatibn= fields(p 0) of the relation
Id; (Stol™) for stores. Note thatl; T C [[T]jp x [T]]p" andld; (Stol") C [Stol ]p x
[Stol Jp".

Althoughld; I requiresrt to be total on the relevant ref contexts, the definitions of
Id; (Stol") andld; T make no such restriction on This is exploited in the definition
of relationind and others below which requireto be fromp to p’ but not total.



The next relation is the simple form of indistinguishalilitith respect to a setis
of low fields and variables, used, e.g., in [4].

IndYST™ (p,h,r) (p/,0,r") < (T:p—p') A Ind‘T’is_(StoI')rr’
_ A V(0,0) € T. IndY®(Sto(fields(p0))) (ho) ()
Indy®(StolM)rr’ <= V(x:T) el .xevis= ld; T (rx) (r'x)

Note thatind¥'s~ differs fromId, I" in thatInd¥'s does not require to be total. Ref-
erences irdom or in rng T are forced to include all those that are visible to the low
observer; this is because the definitiorrafy'® (Sto ") requires thed; relation to hold
for all visible variables (and fields), which in turn requdrdat references in these vari-
ables are related by.

Whereadd andInd are from/” to itself, we need similar relations from to the
dashed copy’. (Recall that fields do not get renamed, only locals.)

Idd: I (p,h,r) (p',0 1) < (1:p < p’istotal) A Idd; (Stol")rr’
AV(0,0) € T.Id; (Sto(fields(p0))) (ho) (W o)
ldd; (StolM)rr’ < V(x:T) el .1d; T (rx)(r'x)

Note that relationd suffices for the heap objects and for values; the only retdrdifice
is that for stores we need to comparewith r’' X, i.e., to impose = X'. Similarly:

Indd¥SI (p,h,r) (p',H,1") <= (T:p < p') A Indd¥S(Stol)rr’
_ A V(0,0') € T. IndY®(Sto(fields(p0))) (ho) (h'0)
Inddy®(Stol")rr’ <= V(x:T) el .xevis= Id; T (rx) (r'x)

For heap objects, the fields are not renamedpd® (Sto(fields(p 0))) is used here.
SupposeésandS are commands ovér andl"’ respectively, and?, . are indexed
relations fromI” to ["’. Herel'’ can be any variable context, not necessarily the dashed
copy of I'; evenl”’ =T is allowed. We define theslational correctness judgement

Fr'es~S:#2—»>.tomeawt . [ =+ ~ [+ S]:%; —> .. This
in turn is defined in the following.

Definition 1 (relational correctness judgement)Suppose isinl™ ~T, f/isin '~
', both# and.# are indexed relations from to "/, andt is a typed bijection. Define
rrief~{t:% —> S iff vs,8.ZssAfs#LATd#A1L=S(Ffs)(f'd).

For the languages of [3, 4], one can prove that programs aeagitive to renaming
in the following sense: For all - Swe havel" | =S~ S:ldI" —>IdT".

One might expect to express noninterferenceSfand policyvis as the judgement
Il = S~ S:Ind"®* —> Ind"'* but this does not take into account that newly allocated
objects can exist in the final state. In fact a sensible foatinh of policy isl"|I" |=
S~ S: (31 . Indy®) —> (37 . Indy'®) which is attractive in that it eliminates the need for
top level quantification over. But for modular checking of method calls, in particular
to reason about the caller’s store after a method call, injsortant for the bijection
supporting the final state to be an extension of the initia. drhe property shown to
be enforced by a type system in [4] is indeed this slightlgrsger but more intricate
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tau mate — mate
i ~T Sl | b dash=F i|  dash=T
IntegerS IntegerS IntegerS IntegerS
val =1 tau val=1 val=1 val=1
- - mate ——g—=* mate
S| s s| dash=F B dash=T
String String
mate=null
dash=F

Fig. 1.On the left are two related heaps, encoded as one five-object heap oghth

property:I | = S~ S:Ind¥S —> 30 D 7. IndY® for all 1. (Here we write a logical
quantifier but the meaning is a union,~¢Indy®.) That is, our main use of relational
correctness judgements will instantiatg in Def. 1 by.¥;:=30 .0 D TA%g. Inthe
self-composed version to be used by a verifier, the bijedsiencoded in auxiliary state
and the conditioro O T comes for free because the ghost fields need never be updated
after initialization.

It is convenient to express noninterference in terms of émamed program. Let
I’ be the dashed copy df andS be the dashed copy & Then clearly we have
I|r =S~ S:Ind"® —> Ind"®if and only if | = S~ S:Indd""® — Indd"".

4 Ghost mating: encoding relations as state predicates

This section defines the encoding of two states as one. Clagst is assumed to
declare ghost fielddash : bool andmate: Object, so that they are present in all objects.
None of the considered relations or programs should depentthese fields except
through explicit use in the encoding.

Suppose andp’ are disjoint ref contexts, writtep#p’ (meaningdom p#dom p’).
Suppose we have typed bijectionp < p’, not necessarily total, and hedps Heap p,
h € Heapp’. We aim to encode a paith' as a single heakfor p.p’. The idea is that,
in k, an objecto € dom p will have ko.dash = false whereas am € dom p’ will have
ko.dash = true. Moreover, ifTod then we will haveko.mate = 0 andkd.mate = o.
This arrangement is formalized by conditionslowhich can be expressed in formulas
aso.mate # nil = 0.dash = —0.mate.dash A 0.mate.mate = 0 ando.X # nil = 0.dash =
o.x.dash for every class type fiel@k:C) € fields(p 0), with x # mate. The right side of
Figure 1 depicts a well mated heap. Given disjoint contExandl’, a well mated state
for F.I’ is one where references in variablesiofire to undashed objects (ahdto
dashed). This notion is only used in the case fHas the dashed copy d@f.

Definition 2 (well mated state) Given disjoint context§ #’, state(p, h,r) € [ .[')]
is well mated for™ andr’ iff (a) his well mated; (b) x = nil V h(rx).dash = false, for
everyxin dom ™ with I" x a class type; and (¢’ = nil vV h(rx’).dash = true, for every
X' indom ™" with '’ X a class type.

Note that there is no restriction on primitive values. Wedvas: mate here because we
assume field names are never reused as variable names.
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Suppose thaff is disjoint from/’. Given a typed bijection from p to p’, we aim
to combine states, say,h,r) € [['] and(p’,h,r’) € [[''], into a single state that is
well mated and reflects. We cannot assume#p’ —from initial states with disjoint
heaps, running a pair of programs could lead to non-disjoéaips (since we make no
assumptions about the allocator). Instead, our construgicludes a suitable renaming
to make the heaps disjoint.

As a first step, functiomatch is defined as follows. The idea is that for amy
Heapp, anyt:p < p’, and any booleah, match(h, 7,b) is a pre-heap whemdash =
b for everyo and moreover ib is in the domain off theno.mate is a —dangling!'—
reference in accord with.

Now we define the combined stajein. (p,h,r)(p’,h',r’), by the following steps.
First, choosed and T such thatp#p and T is a renaming fronp’ to p. Let h be the
renaming oY by # andmutatis mutandigor r’ andr’. Lethy = match(h, (T; ), false)
and alsdo = match(h, (% 7-1), true), writing ;" for relational composition. Finally,
definejoin(p,h,r)(p’,W,r") = ((p+p), ho-ho, r.f)

Note that(p,ho,r) is not quite an element df" ]|, becausén is only a pre-heap
due to the danglingnate fields. For the same reasdip, h, ) is almost but not quite an
element off[']. What matters is that if is a typed bijection fronp to p’ andr#I’
thenjoin,(p,h,r)(p’,h',r") isin [ «['] and is well mated.

To partition a well mated heap into two, we first defidgh h = {0 € domh |
ho.dash = true} and undsh h = {0 € domh | ho.dash = false}. Roughly speaking,
hi(dshh), i.e., h with its domain restricted tanclude only dashed objects, is in
Heap(pl(dshh)). But in facthf(dshh) may have dangling referencesimte fields,
so we define a functiodematch that sets almate fields tonil.

For splitting to invert joining we cannot just discard matésk in Heap p is well
mated then we obtain typed bijection(p[(undshh)) < (p[(dshh)) by

100 <= ko.dash = false Ako.mate = 0 Q)

Splitting and joining are mutually inverse, modulo renamifmhe intricate details
are omitted in this extended abstract. One consequencatigtbry well mated state
in [F.I"'] is equal, up to renaming, to one in the rangejafi. Even more, a well
mated state that encodes via (1) a particular bijectiagin the range ofoin;. Thus,
for a relation that is insensitive to renaming, we can giveomtwise definition of a
corresponding predicate.

Definition 3 (coupling relation to mated predicate). Given an indexed relatiog?
from " to '’ with #, define a predicaté} C [I.I"'] by

R — Isd .t =join;s$ A % s¢

That is,t is in 21 iff t is well mated forr and splits as somgs’ with %; s<.

As an example, if a state with hehgatisfiegIndY's)! then for anyo with ho.mate #
nil the visible primitive fields oho are equal to those ¢fo.mate and the visible class
fields ofhoare mated. There is no constraints for field names neisin
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5 Hoare quadruples reduced to triples

This section shows that a relational correctness judgefoeisbome coupling relation
is equivalent to a partial correctness judgement for theesponding predicate and the
self-composed program. To begin, it is convenient to definef’ which applies state
transformerf and thenf’. Supposd #I"/, fisinl" ~ T, andf’ isin '~ I"'. Define

f > f/ to be an element df .I"" ~ " .["" as follows, where we partition the storeras

in accord withr, "',

(f> ) (p,h,rer’) = let (po,ho,ro) = f(p,h,r)in
let (p1,h1,11) = '(po,ho, ") in (o1, ha,roera)

Our meta-notationlét — in " is L-strict, sof > f/ returns. if either f or f’ does.

This notion is useful in casé acts only on the undashed part of the heap Hrah
the dashed part, but the definition is more general. Notethktothe domain o™’ ~
[’ includes state transformers that in no way respectdtsa/mate structure. In
particular, well matedness sfdoes not imply the same fdrf o> f')s. But we have the
following.

Lemmal. If T =SS, andlr# ' then([F -9 [I'FS])s=[F.['+SS]s
for any well mateds. (Recall that we assumtash andmate do not occur irSor S.)

A state transformef is independent frommate, dash provided it does not update
these fields on initially existing objects or newly alloahtbjects and moreovefdm=
tldm= (fs)|dm= (ft)|dm where we abbreviatdm for dash, mate and | removes
elements from a function’s domain.

Lemma 2. Supposd #I/, f isin I ~ I, andf’ isin "~ "', (a) For anyt,u,s,s,
if uldm= ((f > f’)(join;ss))|dmandu = join,tt’ for someo,t,t’ thent = f s and
t' = f's. (b) If f,f" are independent fromate,dash then((f > f')(join; s8))|dmis
equivalent tgoin, (f s)(f’s') for someo, up to renaming (i.e., related k).

To state the precise correspondence, in terms of statesntiatle the dash and
mate fields, we need to mask them as follows. Defit}eby

At < Ju.uldm=t|dmAZtu )

Theorem 1. Supposd #I’ and consider commands in contéxt- Sandl"’ - S. Sup-
poseZ and.s are indexed relations from to '’ that are insensitive to renaming. Then
for any T we have

Mr'=s~S: % —>3021..% iff ' ={#}SS{30.021A.7%}

In particular, noninterference for a comma®énd policyvisis, by definition, the prop-
erty thatl" |l =%, ~S:S—>30 .0 D T A%, (for all T) whereZ is Irld\{'sl'. This is
the same as the renamed versigin ' = %r ~ S:S —> 30 . 0 O TA % whereZ is
Indd¥'SI". The Theorem reduces this to the triple™’ |= {#+} SS {30.0 D TAZS}.
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6 Experiments: expressing well mating and relations as assi#ons

Sections 4 and 5 formulate the technique in semantic ternkeyAeature of our en-
coding is that it requires no special instrumentation ofpam semantics but rather is
expressed by first order conditions over auxiliary statee € think of a number of
variations on encoding; we describe one convenient pattern

To express the self composed program using JML, a fresh metitb two copies
of the parameters is used. For non-static methods, thet talojgrt this) needs to be
made an explicit parameter so there can be two copies. Twesap the result are
needed; our encoding uses fields for this purpose. As a siexgleaple, consider this
method where the policy is thatcret does not influence the result.

static int p(int x, int y, int secret) {
x= secret; if (secret % 2 == 1) y= x * secret; else y= secret * secret;
return y - secret * x; }

For the self composed version, two fields and a new meHadd _p are added to the
class, as follows (using $ for dash which is not legal in Jdemiifiers).

int p_result, p_result$; // new fields to hold the pair of results of p

/*@ requires x==x$ && y==y$;
@ modifies p_result, p_result$;

Q@ ensures p_result == p_result$;
©ex*/
void Pair_p(int x, int y, int secret, int x$, int y$, int secret$) {
x= secret; if (secret % 2 == 1) y= x * secret; else y= secret * secret;

p_result= y - secret * x;
x$= secret$; if(secret$ % 2==1) y$=x$*secret$; else y$=secret$*secret$;
p_result$= y$ - secret$ * x$; }

This is verified by ESC/Java2 (version 2.0a9) in 0.057sesedare versions are quickly
rejected. Similar results for this and the other experimerdgre found using the Spec#
tool. Note that ESC/Java2 is deliberately unsound in somgsythough not in ways
that appear relevant to the present experiments.

Another experiment is to adapt the preceding methdy using a wrapper object
for the result. For experiment we add the ghost fields expligihere needed.

class Node {
public int val;
/*@ ghost public Node mate; */
/*@ ghost public boolean dash; */ }

The variation using such a wrapper object verifies withoffiodilty, since the requisite
ghost updates can be added following the second allocation.

As discussed in Sect. 1 and justified in Sect. 7 to follow, ®ape most easily
checked by applying an interleaving transformation favedtions that occur under low
guards. For method in Sect. 1 the self-composed version appears in Figure 2revhe
the transformation fromwhile E do S od;while E’ do S od to while E do S;S od
has been applied. The self-composed version needs to béatethavith assignments
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Node[] m_result, m_result$; // new fields to hold the pair of results of m

/%@ requires x==x$; // policy
// ordinary preconditions
@ ensures m_result !'= null && m_result$ != null;
@ ensures m_result.length==10 && m_result$.1ength==10;
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result[j]'!=null);
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result$[j]!=null);
// mating and policy
@ ensures (\forall int j; 0<=j&&j<10
@ ensures (\forall int j; 0<=j&&j<10 > m_result$[j] .mate==m_result[j]l);
@ ensures (\forall int j; 0<=j&&j<10 ==> !m_result[j].dash);
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result$[j].dash);
@
@

> m_result[j].mate==m_result$[jl);

ensures (\forall int j; 0<=j&&j<10 ==> m_result[j].val==m_result$[j].val);
assignable m_result, m_result$, m_result[*], m_result$[*];
*/
void Pair_m(int x, int secret, int x$, int secret$) {
m_result= new Node[10]; m_result$= new Node[10];
// **mating assignments for the arrays would go here*x
int i= 0;
//@ maintaining ...
while (i<10) {
m_result[i]= new Node(); m_result$[il= new Node();
//@ set m_result[i].dash= false; set m_result$[i] .dash= true;
//@ set m_result[i] .mate= m_result$[i]; set m_result$[i].mate= m_result[i];
m_result[i].val= x; m_result$[i].val= m_result[i].val;
id+;

H

} }

Fig. 2. Self-composed and transformed methoflom Sect. 1, with JIML annotation.

to the ghost fields (written as JML comments with keyweed), at the point where
the dashed copy has been allocated and is low-visible. Heréomnot mate the arrays
themselves, since JML doesn't allow ghost fields to be addedrays, but we do mate
their contents. This example verifies in 0.425sec (usingltmpSafe option for sound-
ness) with the elipses replaced by an obvious invarianveléfirom the postcondition
by a standard heuristic (replace constant 10 by varidble

To illustrate that the transformation is not necessary imegal, Fig. 3 shows the
running example self-composed but not transformed. Thénmaissignments are all
in the second loop body and this version verifies in 0.5294ewmorks because the
objects created by the first loop are easily referenced shmee are in an array. But
whereas the loop invariants needed for Fig. 2 are obtaired the postcondition by
simply replacing constant 10 by index variahltéhe version in Fig. 3 requires additional
invariants (the only ones shown) expressing the absendiasirg since the allocations
are separated in the code. Ifinstead of an array one cossidieked list or other linked
structure, it is more difficult to state such invariants.

7 Transforming the self-composed command

Terauchi and Aiken propose an interleaving transformaliken the one used in the
preceding experiment and described in Sect. 1. They shaswitds but in the setting
of a simpler language without objects. It depends on coasigesanalysis that could
be obtained by type inference. Their formulation does nggsst an obvious way to
extend the results to richer language features or politieis. section sketches how to
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// Specification same as in previous version...
void Pair_m(int x, int secret, int x$, int secret$) {
m_result= new Node[10]; m_result$= new Node[10];
int i= 0;
//@ maintaining ...(\forall int j,k; 0<=j&&j<k&&k<i ==> m_result[j]'!=m_result([k]);
while (i<10) {
m_result[i]l= new Node();
m_result([i].val= x;
i++;
}
i= 0;
//@ maintaining ...(\forall int j,k; 0<=j&&j<k&&k<10 ==> m_result[j]!=m_result([k]);
//@ maintaining (\forall int j,k; 0<=j&&j<10&&0<=k&&k<i ==> m_result[j]!=m_result$[k]);
while (i<10) {
m_result$[i]l= new Node();
m_result$[i] .val= x$;
//@ set m_result[i].dash= false; set m_result$[i] .dash= true;
//@ set m_result[i] .mate= m_result$[il; set m_result$[i].mate= m_result[i];
i++;

} }

Fig. 3. Self-composed methad not transformed.

use relational correctness judgements to formulate tleefade to the analysis as well
as the transformations themselves. Indexing is elidedl&wity.

Suppose the goal is to check the simple noninterferenceepsop |7 = S ~
S:Ind"® —> Ind"'. After renaming the second copy, Theorem 1 tells us an elguit/a
partial correctness judgemefit= {(Indd"*)!} S 'S {(Indd"*)} whereA is I."". In-
stead of directly verifying this, we wa® such that |= {(Indd"®)'} S* {(Indd"*)1}
implies A |= {(Indd"®)!} S S {(Indd"®)1}. The requisite transformation can be ex-
pressed by relational correctness judgements: the reta@gpress both the notion of
equivalence (e.g., modulo renaming) and the conditiongiwdich the transformation
is valid (e.g., known initial values, or final values thatrdteised). Here is an example
judgement that transforms =y by renaming and exploiting a precondition:

xy:int|X,y:intE xi=y ~ X:=0:(y=0Ay=Y) —> (x=XAy=Y)

The situation of interest is complicated by the fact thafttegramS; S to be trans-
formed already acts on two copies bf The rule we need for loop transformation
includes an antecedent of the fodA = E ~ E':#Z —»> ... whereZ expresses that
the dashed and undashed copiek ¢fave the same value.

To establish the antecedents, the idea of Terauchi and Askeruse type inference
to find a less precise property & namelyl |l = S~ S:IndY — Ind" for some
V C vis. Type inference would yields this property for all constitti parts including
the loop guarcE (if it is low; otherwise no transformation is needed). Thisniow
lifted to A by a construction applicable to any contdéxt the cartesian square of a
predicate, intersected with the identity. For a#C "], defineZ @ 22 C [ x ]
by (Z® #)sS <= s=sAPs.

Taking % to beIndd” @ Indd”, the analysis-based transformations yidlgh |=
SS ~ S: % —> %. Now the desired judgemedt = {(Indd"*)1} S'S {(Indd")!}
(which itself encodes a relation!) is lifted to the level efations in the squared form
AlA =SS ~SS:(Indd")® (Indd"'®) —» (Indd"") @ (Indd""®)*. This can now be
composed with the transformatidhA =SS ~ S*:Z —> Z by general transitivity
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(thatis:lN'|F ED~SL:20—> Y0andlN I ESL~XR:21 —> Z1imply I’ =
D~ X:(#0,%#1) —> (£0;,.71)). The outcome is a judgement involving composed
relations like(Indd¥ ® Indd¥); ((Indd“'$)1 @ (Indd""®)1). For this process to be useful,
the composed relations must boil down to the original nanfietence property, which
they do owing to a general result about the relational logic.

Theorem 2. Let A abbreviatel"s["’. Suppos@l|A =S~ S*:#Z —> .7 for some S
and S, whereZ and . are symmetric. Let” and 2 be predicates o\ such that
E(PRP)=PFand P P = (£ P);% (and mutatis mutandisor 2).
ThenA E {2} S {2} impliesA = {Z} S{2}.

This can be instantiated with: = (S;S) with S being a renamed copy & more-
over # and 2 encode the desired noninterference property basdddii and%,.”
encode the result of type based analysis, ejis Indd"*® Indd"'S, Z is Indd¥ © Indd¥
and 2,.7 correspond to??, % but with extended bijections as usual. In the situation
described above witkl C vis we havelnddY™® C InddY because largevis is more re-
strictive. This yields the requisite absorption propeitieg..%Z; (¥ @ £) = Q@ L.

So the Theorem justifies the use of transformations that@radsforindd¥ to prove
noninterference with respect ws.

8 Discussion

We defined a novel encoding to support self-composition sgams acting on the

heap. The encoding is expressed in terms of auxiliary staegifically ghost fields

which are available in specification languages like JML.dreen 1 says that a rela-
tional property is equivalent to a corresponding partiat@ctness property of a self-
composed program. The notion of relational property is gdrenough to encompass
rich declassification policies and also to be used to reabountaprogram transfor-

mations. Theorem 2 justifies the use of transformationsthikese of Aiken and Ter-

auchi [30] which are needed to make the self-composed veesitenable to off-the-

shelf program verifiers (automatic or interactive), in gatar to bring allocations to-

gether by merging loops. Preliminary experiments indithéd the encoding and me-
chanical transformations work smoothly with extant tools.

For modular verification of commands with method calls, désirable to transform
the program so that a duplicated pair of calls can be browgjether and even replaced
by a single invocation of a suitably transformed versionhef inethod (likepair_min
the example). The transformed version can be proved tdséssspecification using
verification, if necessary, or by security type checking.

The fact that type checking can be used to justify transftiona does not mean that
the verification technique achieves nothing beyond whabeamnpe checked. Transfor-
mation is not always necessary, as illustrated by Fig. 3ilailm method calls need
not be transformed if adequate functional specificatioesaaailable. The properties
needed to justify transformations can themselves be prbyedkrification instead of
type checking.
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Related work.Self-composition is essentially an application of Reysbldethod for
proving data refinements [25, 13], but data refinement witreged heaps has only re-
cently been studied [3] and not yet using this method. Bargenio, and Rezk [7]
develop a general theory of self-composition. They sketcbatment of the heap using
separation logic semantics; indistinguishability of adst lists is used to avoid the is-
sue of pointer renaming. Terauchi and Aiken [30] note thiitcmmposition generalizes
to general relational properties (of a single program, @irthase). They introduce the
transformations we studied in this paper and report goo@raxgntal results for de-
terministic simple imperative programs using the BLASTI{dd]. Correctness of the
transformations is proved under reasonable assumptipisatyof type systems [30].
But their formulation seems rather specific and it is uncheaw to extend it to richer
semantics, e.g., where equality may only be up to renaming.

Benton [9] develops relational Hoare logic for a deterntinisnperative language
and applies it to analysis-based compiler optimizatioasdv[32] develops a relational
Separation Logic [26]. The secure flow logic of Amtoft and Bgee [2] can be seen as
a relational Hoare logic for the special case of noninteriee; it is extended to heaps
in [1] and applied to declassification in [5]. The focus of Auftitet al. is automated
static analysis; an abstract interpretation for the hegpdsented in “logical form”.

Darvas, Hihnle, and Sands [11] use the KeY tool for interactive vexiion of
noninterference. It uses a dynamic logic for Java, whichasenexpressive than ordi-
nary partial correctness assertions, allowing in pardicakistential quantification over
weakest-precondition statements. For nondetermingtihe self-composed version
S, S does not capture relational properties, but they can baussghusing the conju-
gate predicate transformeiwlp— [16]. This suggests it would be interesting to explore
the use of dynamic logic for relational properties of noedeiinistic programs.

Dufay, Felty, and Matwin [15] use the self-composition teicjue to check nonin-
terference for data mining algorithms implemented in Jatey use the Krakatoa tool,
based on the Coq theorem prover and using JML [19]. They dxidtl with special
notations to refer to the two copies of program state andnelxtérakatoa to gener-
ate special verification conditions. The paper does notmgiueh detail about the heap
encoding. To prove that noninterference is enforced by theturity type inference
system for an ML-like language, Pottier and Simonet [24Eegtthe language with a
pairing construct and semantics that encodes two runs agqmn as one.

Future work. Although our small experiments worked without difficultiete is an
impediment to scaling up the idea. The mating condition app& preconditions and
postconditions of every method, so effectively it is an abjavariant. But in general it
needs to be fully ramified to all fields of all reachable olgettis is tricky because in
languages like JML specifications must respect the vighililes of the language and
therefore cannot refer to “all” fields. One possibility isdefine themate predicate as
a pure method, overridden in each class—it constrains thisfigible in that class,
by invokingmate on class type fields and invokingiper .mate for inherited ones.
Care is needed, owing to cycles in the heap; moreover regg@hiout pure methods
in specifications is not well supported in current verifiet&][ Another approach is
to formulate mating in a decentralized way using explicjeabinvariants, which are a
topic of active research on modular reasoning [20]. Themgativariant is incompatible
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with ownership-based invariants (or model fields) but itasnpatible with friendship-
based invariants [23]; friendship is slated to be added &c8@nd is available as an
undocumented feature in the tool of Cees Pierik (www.caligroups/IS/vit/).

Theorem 2 characterizes the useful transformations aneé sxamples have been
mentioned, but it remains to develop a full set of transfdiroms. Benton’s proof system
could be extended to incorporate the heap and also methisd @adl syntax added to
manipulate the embeddings. The idea is to derive speaditiaasformations like those
needed for self-composition from very powerful generaésithat can be formulated in
a relational setting.

Self-composition generalizes to simulations for dataralsion. In particular, we
plan to investigate use of the encoding for establishingatitecedent in the represen-
tation independence property [3].
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A Notation, definitions, and lemmas

Here are the naming conventions for metavariables.

x field or variable name 1,0  typed bijection (on refs)

C class name % data value

S command r store

I variable context h, k heap

p ref context st state

f state transformer I ~ " transformers fronf” states td~’ states

Here are some other notations.

RS relational composition
[f |vi—u] override or extend functiofi to mapvto u
[h | 0.x— V] nested update, abbreviathg o— [ho| x— V]

fIX restrict functionf to subseX of its domain

f|X restrict functionf by droppingX from its domain
f#g the domains of andg are disjoint

fug union of disjoint functions

1:p < p’ typed (partial) bijection frondom p to dom p’

2t the predicate encoding binary relatigh(Def. 3)

PR2 special product of relations (page 14)
For data typd, the sef[T]p of values in ref contexp is defined by cases oh:
[Clp ={nil}u{o]oedompApo<C} [int]jp=N [bool]p = {true,false}

To be precise about typing, some notions from dependent type the&yS syntax, are used in
subsequent definitions. Supposés a set and for everyc X a setZyis given. Then(y:X) x Zy

is the set of pair$x, z) such thak € X andze Z x. In addition,(y: X) — Zyis the set of functions

f from X to Uyex (Zy) such thatf x is in Zx for all x € X. Note thaty is a bound variable in
these notations. (Our notation suggests dependent product and fusptioe, but technically
these are sum and product, respectively, and in type theory the ugatibns arezy: X.Zy and
My:X.Zy.) The domain of stores is defined fi§tol |Jo = (x:dom[l) — [ X]|p. What this
means is that eachin [[Stol ]|p is a function fromdom ™ andrx is an element of]I” x]|p for
eachx € dom [l . The definition for heaps ibleapp = (0:domp) — [Sto(fields(p0))]p. To
cater for later definitions, we writf" ] for the set defined bf§fl ]| = (p: RefCxt) x (Heapp) x

[Stol Jp. That is, a state has the for(p,h,r) whereh andr have no dangling pointers or ill-
typed values with respect @ We impose two healthiness conditions on state transformers: the
dynamic type of an allocated object does not change and no objectaramgg collected.The
semantic domain of state transformers is defined as folléws: '’ = (s:[[F']) — ({5 €

[ AextSta (s,§)} U{L}). To express that the final state’s ref context extends the initial one,

this definition uses a relatiosxtSta defined as followsextSta ((p,h,r), (p’,h,r")) < p C
/

p.
In summary, ifStypechecks in context, written " I~ S then its meanind/” - 5] is an ele-

ment of ~ . A method of clas€ with signaturemtype(m,C) = X: T—T denotes an element

of [self:C,X:T| ~ [res: T|. The semantics of commands is straightforward but omitted for lack of

space.

2 This is a formal artifact to simplify the formulation of bijective renamingstagrrbage col-
lection can still be added, using an allocation bit.
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Definition 4. We say indexed relatios? from I to I’ is insensitive to renamindf whenever
Zr (p,h,r)(p’,0,r") holds and(pg, h, o) is connected tgp, h,r) by some renamingp < pg
then we haveZ,.,) (Po,ho,r)(p’, ',r') andmutatis mutandisor the second argument #r.

Definition 5 (well mated heap).For anyp and anykin Heap p we sayk is well matedff the fol-
lowing conditions hold for evergin dom p (a) If k 0.mate # nil thenk 0.dash = —(k(k 0.mate).dash)
and k(ko.mate).mate = 0 and po = p(ko.mate). (b) For any reference type fiel(k:C) €
fields(p0), if x £ mate andk 0.x # nil thenk o.dash = k(k0.x).dash.

Definition of match: match(h, 7,b) is the pre-heaj such that

— domk = dom p (which isdomh)
— foralloin domp, if 0 € dom T thenko= [ho| dash, mate— b, T 0] and otherwis&o= [ho|
dash, mate— b, nil]

The second item setsate to the object that corresponds byo o, if any.

Lemma 3. SupposéisinHeap p and is well mated. Thetiematch(h[(dshh)) isin Heap(p[(dshh))
anddematch(h[(undshh)) is in Heap(p[(undshh)).

Lemma 4 (splitting). Let r#’. Consider any(p,h,rur’) in [F,[7)] that is well mated
for I and I’. If all objects inr are in undshh and all objects inr’ are in dshh, then
(p[(undshh), dematch(h[(undshh)), r) is in [I'] and(p[(dshh),dematch(h[(dshh)),r’) is in

[r'7.
Lemma 5. If k is well mated therr defined by (1) is a typed bijection.

Lemma 6 (split then join). Supposd #I'. Consider any well matep, h,ror’) in [, ]. If
(Po,ho,r) and(py, hy,r’) are obtained as in Lemma 4 andby (1) then

Idig (F=l"") (p,h,rer’) (joing (o, ho, 1) (p1,ha, 1))

Lemma 7 (join then split). Suppose™ #I'. Consider anyr:p < p’ and (p,h,r) € [I]] and
(p',0,r") € [I'"]. Let (po,hg,ro), and (p1,hy,r1) be obtained fromjoin,(p,h,r)(p’,H.r’) by
splitting as in Lemma 4, and lety be from join (p,h,r)(p’,,r’) by (1). Then we have
Idig I” (p,h,r)(po,ho,ro) and there is a unique renamimgsuch thatrg = 1; 71 and

IdTl ,_ (p/7 h,7 r,)(p]n hl7 rl)

Note that this needs to allow renaming owing to the choice of renamingibyof the dashed
state.

Lemma 8. For any subsets? and2 of [I']}, if 2 C 2then(Z ® £);(2® 2) = (¥ 2).

Using the fact thaV C vis implies Indd\T’ r C Indd¥l’ for any 7,I", we obtain the following,
where we omit” to make the formulas slightly less ornate.

Corollary 1. IfV C vis then((Indd” )t @ (Indd")}); ((Indd"'$)t & (Indd"'®)}) = ((Indd"®)} ©
(Indd"S)})

Lemma9 (embedding triples)Forall I - S and predicates?, 2 onl" we havd™ = {%} S{2}
iff ([r=S~S:\ 27 —22.
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B Proof of Theorem 1

Proof. The meaning of the judgement/”’ + {#1}S,S{30 D 1..71} is that

V. #% = 30 D 1. FE[r-r’+SSt) for t ranging over| «"'], where we omit the/ L
condition. (That part of the argument is not difficult to reconstrucy. JBf. (2) this is equivalent
tovt. Z%t = 3u,0.02 1 Auldm= ([[ o[+ SS]t)|dm A #2u where |dm abbreviates
|dash, mate. By Lemma 1, using thatis well mated sinceZ't, this is equivalent to

Vt. %% =3u,0.0 21 Auldm=(([I +S)>[r'FSt)ldmA Liu
Unfolding 2! and.#1 by Definition 3 we get the following.

t.(3s,§ .t =join,SSAZSS)
:>3uo o2t Auldm=(([F+9>[r'+Sht)ldmA Is,5, . U= joingSoSh A Lo S0

Sinces ands' are not free in the consequent this is logically equivalent to

Wt,s,9 .t =join; SSAZ¢SS
=3u.0. 021 Auldm= ([T - ][ - S)YIdmA 3.5 . u=joing 9% A oSS

By the one-point rule of logic (replacirtg, this is equivalent to

Vs, s . %#rss
=3u,0.0 21 Auldm=(([I -S> [+ S])(join;s$))|dm
A3, - U=joingSosH A Fo 0%

Using (3) to be proved below, this is equivalent to
Vs, S . ZrsS=30.0 2T AS([F +9s)([I'+ S]<)
Except for the omission of thé clause, this is precisely the meaning of
rMr'=es~S:% —>3021. %

which completes the main argument. It remains to show that far alls, s, if 0 O T and%; s¢
then
Ju.uldm= (([F - §>[r"+ S])(join;s8))|dm
A3sp, 8 - U=joingSosH A Fo S0
—
Fo ([ +SIs)([r' +ST)

Starting with the left (top) formula, we replaceby join, S, to get the equivalent

®)

30,5 - (joing Sosp) ldm= (([I" = §] > [ = ST (joinr s8)) [dm A S5 S0

By Lemma 2(a) this implies3sy, s, . so = [T s A sy = ['FS]s A S5
which is logically equivalent to.([I" - §s)([I''+ S]s). For the converse, suppose
that ([ - Ss)([I'+S]s). Let 55 = [F-Ss and 5 = [I'+S]s. Using %Z;ss
and Lemma 2(b), there exiat,t,t’ with join,tt' = ([ =) > [+ S])(join; sS) hence
(joinytt")|dm= (([F = §) >[I’ - S])(join;s8))ldm By injectivity of join, we getu = 0.
Injectivity is up to renaming and this is where we need tWaand.& are insensitive to renam-
ing.DN:[fix mis-formulated lemn}& his completes the proof of (3) and the theorem.
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C Proof of Theorem 2

Proof. The partial correctness judgement= { &} S{2} is equivalent, by Lemma 9, #6|A =
S~SI 2P —> 2% 2. Using the absorption condition®; (# @ &) = (£ ® &) etc., and
our transitivity lemma, we get tha&l|A =S~ S: 2 ® & —> 2 ® 2 follows from the three
judgementA|A =S~ S Z —> S, AAES ~S P07 —> 202, andA|A =S ~
S:# —v> .. The third one follows from the first using symmetry @f .7. The second one is
equivalent tdd = {#} S* {2} by Lemma 9.

D Source file for Figure 2

// Source for Figure 2 in the ESORICS paper
// It works using 2.0a7 at least: escjava -loopSafe D3.java

class Node {
public int val;
//@ ghost public Node mate;
//@ ghost public boolean dash;
}

class D3 {

// The method whose security is to be checked. The policy is that secret is,
// you guessed it, secret, whereas x and the result are not.
Node[] m(int x, int secret) {
Node[] m_result;
m_result= new Node[10];
int i= 0;
//@ maintaining 0<=i && i<=10;
while (i<10) {
m_result[i]l= new Node();
m_result[i].val= x; // *** insecure if change "= x" to "= secret"
i++; }
return m_result;

}

// The self-composed version. Since there are two copies of the return value,
// this encoding uses object fields to represent the results.

Node[] m_result, m_result$;

/*@ requires x==x$; // but not secret==secret$
// sanity
@ ensures m_result !'= null && m_result$ != null;
@ ensures m_result.length==10 && m_result$.length==10;
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result[j]!=null);
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result$[j]!=null);
// mating
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result[j].mate==m_result$[jl);
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result$[j].mate==m_result[j]l);
@ ensures (\forall int j; 0<=j&&j<10 ==> !m_result[j].dash);
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result$[j].dash);
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result[j].val==m_result$[j]l.val);

@ assignable m_result, m_result$, m_result[*], m_result$[*]; nowarn Modifies;
ox/
void Pair_m(int x, int secret, int x$, int secret$) {

m_result= new Node[10];

m_result$= new Node[10];

// **mating assignments would go here, but I can’t add ghost fields to array types
int i= 0;

//@ maintaining 0<=i && i<=10;
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//@ maintaining m_result != null && m_result$ '= null;
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result[j]!=null);
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result$[j]'=null);

//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result[j].mate==m_result$[j1);
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result$[j].mate==m_result[j1);
//@ maintaining (\forall int j; 0<=j&&j<i ==> !m_result[j].dash);
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result$[j].dash);
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result[j].val==m_result$[j]l.val);
while (i<10) {

m_result[il= new Node();

m_result$[il= new Node();

//@ set m_result[i].dash= false;

//@ set m_result$[i] .dash= true;

//@ set m_result[i] .mate= m_result$[i];

//@ set m_result$[i] .mate= m_result[i];

m_result[i].val= x;

m_result$[i] .val= m_result[i].val;

i++;

}

/* If the assignment to val in the original method is changed to
m_result[i] .val= secret;

then the transformed program will have
m_result[i] .val= secret;
m_result$[i] .val= secret$;

instead of
m_result[i].val= x;
m_result$[i] .val= m_result[i].val;

and it will be rejected by ESC/Java2. */

D.1 Source file for Figure 3

// Source for Figure 3 in the ESORICS paper
// It works using 2.0a7 at least: escjava -loopSafe D3.java

class Node {
public int val;
//@ ghost public Node mate;
//@ ghost public boolean dash;
}

class F3 {

Node[] m(int x, int secret) {
Node[] m_result;
m_result= new Node[10];
int i= 0;
//@ maintaining 0<=i && i<=10;
while (i<10) {
m_result[il= new Node();
m_result[i].val= x;
i++; }
return m_result;

}
Node[] m_result, m_result$;

/*@ requires x==x$; // but not secret==secret$
// sanity
@ ensures m_result '= null && m_result$ != null;
@ ensures m_result.length==10 && m_result$.1ength==10;
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result[j]!=null);
@ ensures (\forall int j; 0<=j&&j<10 ==> m_result$[j]!=null);
// mating
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e 0 o o

ensures (\forall int j; 0<=j&&j<10
ensures (\forall int j; 0<=j&&j<10
ensures (\forall int j; 0<=j&&j<10 ==> !m_result[j].dash);
ensures (\forall int j; 0<=j&&j<10 ==> m_result$[j].dash);
ensures (\forall int j; 0<=j&&j<10

==> m_result[j].mate==m_result$[jl);
==> m_result$[j] .mate==m_result[j]l);

==> m_result[j].val==m_result$[j]l.val);

@ assignable m_result, m_result$, m_result[*], m_result$[*]; nowarn Modifies;

ox*/

void Pair_m(int x, int secret, int x$, int secret$) {

m_result= new Node[10];
m_result$= new Node[10];

int i= 0;

//@ maintaining 0<=i && i<=10;

//@ maintaining m_result != null && m_result$ !'= null;
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result[j]!=null);
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result[j].val==x);

// non-aliasing

//@ maintaining (\forall int j,k; 0<=j&&j<k&&k<i ==> m_result[j] != m_result[k]);

while (i<10) {

m_result[i]= new Node();

m_result[i].val= x$;
i++;

//@ maintaining 0<=i && i<=10;
//@ maintaining m_result != null && m_result$ != null;

//@ maintaining (\forall

//@ maintaining (\forall i
//@ maintaining (\forall i
//@ maintaining (\forall i
//@ maintaining (\forall i

//@ maintaining (\forall int j; 0<=j&&j<i

int

j; 0<=j&&j<10 ==> m_result[j]!=
j; 0<=j&&j<i ==> m_result$[j]!=

null);
null);

j; 0<=j&&j<10 ==> m_result[j].val==x);

j; 0<=j&&j<i ==> !m_result[j].dash);

j; 0<=j&&j<i ==> m_result[j].val==m_result$[j].val);

// next three lines unverifiable without the aliasing information
//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result[j].mate==m_result$[j1);

=> m_result$[j].m

ate==m_result[j]);

//@ maintaining (\forall int j; 0<=j&&j<i ==> m_result$[j].dash);

// non-aliasing

//@ maintaining (\forall int j,k; 0<=j&&j<k&&k<10 ==> m_result[j]!=m_result([k]);
//@ maintaining (\forall int j,k; 0<=j&&j<10 && O<=k&&k<i ==

while (i<10) {

m_result$[i]l= new Node();

m_result$[i] .val= x$;

//@ set m_result[i].dash= false;
//@ set m_result$[il.dash= true;
//@ set m_result[i] .mate= m_result$[i];
//@ set m_result$[i] .mate= m_result[i];

i++;

> m_result[j]!=m_result$[k]);



