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ABSTRACT
We present a family of certification methods with applica-
tions to attribute certification, which in turn has ample ap-
plications to ad hoc networks by way of the use of centrally
managed recommendation mechanisms. Our construction is
based on a Merkle tree consisting of subtrees, each of which
corresponds to some aspect of an attribute. We study how
the ordering of these subtrees can impact the cost of rep-
resenting, maintaining, and verifying attribute certificates.
We describe the applicability of our construction to vehicle
ad hoc networks, detail our proposed methods, and evaluate
their suitability to the proposed settings.

Categories and Subject Descriptors
C.2.0 [Computer-Communications Networks]: Secu-
rity and Protection; C.2.1 [Network Architecture and
Design]: Wireless Communication

General Terms
Algorithms, security

Keywords
Attribute authority, certificate, hash graphs, light-weight
cryptography, recommendation, spatial Merkle tree

1. INTRODUCTION
With a proliferation of wireless networks, a large number

of wireless services will soon be offered to passersby, ranging
from direction services, restaurant recommendations, and
advertisements — to services for locating friends and users
with similar interests, detect the need for equipment service,
and alert users of other dangerous situations. As with any
set of services that can be offered with a very low entry cost
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to the market, the service quality will vary widely. Rec-
ommendation services are helpful for users to decide what
service to use — whether the quality of service of the ser-
vice type in question is subjectively or objectively measur-
able. Recommendation services are particularly useful in
settings where nodes are mobile, as a node’s past experience
is not likely to help in making future decisions due to its con-
stantly changing neighborhood. Recently, many researchers
have studied recommendation mechanisms for peer-to-peer
networks (e.g., [17]), with direct applications to ad hoc net-
works. Most of these contributions offer solutions in which
data is distributively generated and kept, and where there is
no central authority collecting and categorizing recommen-
dation information. While this is a setting that is intellectu-
ally very stimulating, there are various security drawbacks
associated with such an approach, e.g., relating to a local
“hostile take-over” by a large enough (and vocal enough)
group of adversaries. To enable some degree of protection
against such attacks, it appears that the introduction of a
central repository of recommendation information is bene-
ficial. This is both to “average out” the impact of a local
attack, and to allow partitioning of users into cliques — in
terms of preferences and reliability. This central and trusted
party would therefore — much like the Better Business Bu-
reau — partition the feedback into classes. This trusted
party, which we will call the attribute authority, would then
create attribute certificates for the relevant parties. These
certificates are very much like those created by certificate
authorities, but instead of relating to the identity of the
users in question, they would relate to their behavior.
Attribute certificates may be useful in many ad hoc set-

tings, but particularly in those with great mobility. As men-
tioned, one reason is that when users are likely not to remain
in the same neighborhood for long, then they are less likely
to benefit from distributively generated and maintained rec-
ommendations, as they have not established trust relation-
ships with nodes in a neighborhood they are just entering.
The attribute certificates would correspond to the feedback
and recommendations collected by some central authority
from nodes that have interacted with the certified nodes in
question. While attribute certificates may be difficult to use
in applications that are extremely limited in terms of com-
putational power, they are useful when this is not the case.
For sure, this is the case for vehicular ad hoc networks where
a node corresponds to a vehicle. Finally, attribute certifi-
cates are useful in settings where recommendations may be
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of very high value to the end users, as attribute certificates
are likely to be more reliable than recommendations of non-
centralized recommendation systems (due to lowered risks
of abuse, and increased possibilities of partitioning of users
into “interest groups”). In other words, they appear to be
very suitable for use in ad hoc networks established between
vehicles and other nodes, whether these are stationary nodes
or vehicles as well.

Example: A service provider may measure the
tire pressure in the tires of the user’s car1 and
communicate alerts to the communication sys-
tem of the user’s car. While most such alerts
are likely to be valid, some may not. The equip-
ment of some service providers may be poorly
maintained and tuned, and may give incorrect
readings. While such service providers still oper-
ate in “good faith”, some other service providers
may give incorrect information with the inten-
tion of increasing their sales — of tires, of air,
or of other services when the user stops to correct
the situation. Recommendation mechanisms al-
low us to remedy the type of problem arising from
incorrect information — whether benevolent or
adversarial.

In order to make recommendations meaningful, though,
it is important to re-certify attributes to keep them up-to-
date and in agreement with recent feedback. Services with
rapidly changing QoS will require particularly frequent up-
dates (i.e., re-certification) of attribute certificates. Since
it is likely that there will only be a handful of attribute
authorities, their burden of collecting data and performing
re-certification will be substantial, with the latter increasing
as the time intervals of validity of the certificates decrease.
In this paper, we propose a technique for creating low-cost
updates of certificates. While the main emphasis is on lim-
iting the computational bottleneck at the attribute authori-
ties, our proposed solution carries the additional advantage
of having very low computational costs for nodes wishing
to verify the validity of attribute certificates. While this
may not be a direct requirement in settings where topology
changes are low, it may have an impact on nodes that move
very fast, or are possible targets of Denial of Service (DoS)
attacks. And of course, the less computationally demanding
verification of attribute certificates is, the better.

Contributions.We present a family of solutions to the
problem of providing attribute certificates with low genera-
tion costs, refreshal costs, and verification costs. Our solu-
tions avoid the use of expensive certificate revocation lists
by means of a fine-granular refreshal technique. All of our
solutions are based on hash graphs. We evaluate the re-
quirements on computation and storage that these impose
on the three different types of parties we consider: the at-
tribute authority, the parties associated with the attributes,
and the mobile verifiers of the attribute certificates.
All members of our family of solutions use the same set of

building blocks, and it is only the order in which these are
assembled that make up the difference between the different

1Many new tires will have Radio Frequency ID (RFID) to-
kens integrated in them, making pressure readings at short
distances possible [12].

family members. However, this order, as we will show, has a
notable impact on the costs for the various parties. We eval-
uate the usage costs of some of these possible solutions with
respect to the different parties, and discuss what solutions
are suitable for what scenarios. In particular, we propose a
solution that is well-suited for VANETs.
The building blocks of our proposed solution are different

hash graphs. Among these, there is the well-known hash
chain, and the much-used Merkle tree structure. We also
propose a variant of the latter, which we call spatial Merkle
trees; these are particularly well suited for authentication
of information arranged in a two-dimensional pattern (and
can easily be extended to three or more dimensions). This
makes this data structure useful to represent geographical
information, and may be of independent interest. We dis-
cuss efficient methods for representing and traversing such
structures, drawing on previous work on fractal traversal of
standard Merkle trees.

2. RELATED WORK

Certificates.In general, standard certificates bind a pub-
lic key and an identity. Certificates are issued by a trusted
third party, the so-called certification authority (CA). Stan-
dard certificates consist of a data part and a signature part.
The former contains an identifying string for the entity along
with the corresponding public key. In addition, it may in-
clude data such as the validity period of the public key, a
serial number of the certificate, etc. The signature part of
the certificate contains a digital signature by the certifica-
tion authority on the data part of the certificate, thus at-
testing to the binding of the public key to the identity of the
user. Before issuing a certificate for a particular party, it is
therefore crucial that the CA ensures proper identification of
the requesting party. Parties receiving certificates can easily
verify them by checking the correctness of the CA’s signa-
ture on the certificate (assuming that the CA’s public key is
generally known and certified as well). However, in order for
a recipient of a certificate to obtain sufficient assurance, he
will also need to check that a certificate has not yet been re-
voked. For that purpose, CA’s maintain so-called certificate
revocation lists (CRLs) which typically consist of a complete
list of revoked certificates as well as the corresponding sig-
nature of the CA. The main drawback of using CRLs (in
particular in the setting of ad hoc networks) is that they are
very expensive. This is due to the fact for CRLs to be effec-
tive, they need to be transmitted frequently. Furthermore,
CRLs tend to be very long.

Hash Chains.A hash chain is a sequence of values
< v0, v1 . . . , vn > which is defined by means of a one-way
function h : {0, 1}∗ → {0, 1}l, which typically is chosen as
a one-way hash function, e.g., SHA-1 [4]. Starting with a
secret v0 chosen uniformly at random from {0, 1}l, the hash
chain is defined as vi+1 = h(vi) for 1 ≤ i < n. The cor-
rectness of value vi+1 can easily be checked by means of
disclosing vi and verifying vi+1 = h(vi).
Applying the idea of secretly building a chain in one direc-

tion and using it for public verification purposes in reverse
direction, Micali introduced a light-weight certificate struc-
ture [10]: In addition to the typical information contained in
a certificate, the certificates introduced by Micali comprise
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Figure 1: The hash chain elements v0, . . . , v10 are gen-
erated from left to right. In many applications, they
will be used in opposite direction, i.e., by first dis-
closing v10, then v9, v8, etc.

two additional quantities Y and N for ”YES” and ”NO”.
The value for ”YES” is created by selecting a secret value
Y0, and computing Y = Y365 = h365(Y0), where hi(·) is de-
fined as h(hi−1(·)), and h1 = h. Users can obtain certificate
refreshals from the CA, and append these to their certifi-
cate. Appending a certificate refreshals of the form Y365−i

to a certificates gives evidence that the certificate was still
valid on day i, where i may correspond to, e.g., the ith day
of the year, or the ith day after the issuing date of the certifi-
cate. (Alternatively, a verifier can obtain this value directly
from the CA and not via the certified node.) The value for
”NO” is determined by first selecting a secret value N0 and
applying the one-way function once, i.e., N = h(N0). In-
stead of sending entire revocation lists, a CA can now reply
to inquiries by either sending N0. Of course, a certificate
can also be revoked by not being refreshed — the revoca-
tion value is used to quickly revoke a certificate before the
end of the currently refreshed time period of the certificate.
While Micali’s method is less expensive than standard

CRLs, it should be noted that traversing a hash chain, i.e.,
computing the next value on the hash chain may require
a noticeable amount of computational effort for the party
who knows the secret value Y0; using a trivial approach of
computing a value Yi, the CA has to compute the sequence
Y0, Y1, . . . , Yi−1, Yi — even if he already knows Yi+1. The
reason is that Yi cannot be computed from Yi+1, whether by
the CA or another party. Recently, substantially more effi-
cient methods for hash chain traversal have been proposed
[3, 14].

Authenticated Data Structures.A Merkle tree is a com-
plete binary tree which provides multiple one-time authenti-
cation paths to a single public key. Each node n of the tree
is assigned a string P (n) ∈ {0, 1}k. For each leaf l, the string
is determined as a one-way function of some leaf preimage
which may be chosen uniformly at random. For each interior
node nparent, the string is determined such that

P (nparent) = h(P (nleft)||P (nright)), (1)

where again, h may denote a one-way function such as
SHA-1 [4]. The value of the root is the public key while
the data associated with the leaf pre-images initially kept
private and disclosed little by little. The purpose of Merkle
tree traversal is to sequentially output the leaf pre-images
as well as their corresponding authentication path, i.e., all
values of nodes that are siblings to nodes that are on the
path between the respective leaf and the root. Using equa-
tion (1), the public key can then be verified by means of the
authentication path and the leaf pre-image.
For a long time, the main problem with Merkle trees was

Figure 2: The root value is publicly known. The
black square is the preimage of the leaf to be au-
thenticated. The authentication path consists of
the white squares, which are the siblings to the
nodes on the path from the leaf to be authenti-
cated and up to the root. Note that this is just
a conceptual illustration; each subtree is likely to
correspond to a much larger tree. For example, the
depicted level-3 tree only allows for a total of 16
geographical locations. In reality, one may use a
height-30 binary tree to represent a billion leaves.
Given that the earth’s land-covered area is approxi-
mately 148,647,000 square kilometers (or 57,393,000
square miles), this would give us a granularity of ap-
proximately 0.14 square kilometers (or 0.053 square
miles) per leaf. Of course, much of the land mass
would not be covered in most applications, and the
tree could be made smaller or the granularity locally
increased.

how to traverse them efficiently, i.e., with as little computa-
tional effort and space as possible. In [7], Jakobsson et al.
introduced methods allowing time-space trade-offs. Subse-
quently, Szydlo [16] introduced new scheduling techniques
which can be used to improve previous methods.
Other authenticated data structures, in particular multi-

dimensional tree structures have been studied widely in the
context of supporting efficient search queries, respectively
allowing the retrieval of authenticated certificates from an
untrusted repository commonly used for dissemination by
various credential issuers (see for example [5, 6, 9]). Both of
these applications are orthogonal to the problems addressed
in this paper.

Recommendation and Trust.Recommendation and trust
mechanisms provide a rating for every participant in the
system with respect to its actions, behavior or services. In
particular, in wireless networks these methods are gaining
increasing importance in addressing various security threats
(e.g., [2]). Decentralized trust management was first intro-
duced by Blaze et al. [1], and most recommendation based
systems proposed to date are based on local observations
as well [2, 8, 17]. I.e., the ratings and evaluations of these
systems are based on local evaluations by the nodes, based
on their individual observations which in turn trigger their
future behavior. In global systems on the other hand, infor-
mation is reported to and collected by a central authority. It
is this authority which then evaluates the reports on a global
bases and provides the evaluation results to all participants.
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The local method suffers from the fact that information is
gathered locally only, the global method requires a frequent
connectivity with a trusted center2.

3. PARAMETERS
The type of recommendation system we consider can have

a number of parameters: time, approximate geographical lo-
cation of access point, service type, a cluster structure con-
taining sets of nodes with similar QoS requirements, and
finally, the recommendation value associated with an access
point (in the context of a time period, the service type, and
a given user cluster)3.
Clearly, each service provided may be associated with sev-

eral access points, each one of which may both have differ-
ent location and reputation. Similarly, a service provider
may be associated with more than one service type. Finally,
given how different users may judge the quality of service by
different measures, it is also important to consider a fourth
system parameter: user cluster. This may either be based
on the application the user runs, or on subjective criteria
that are hard to articulate [11, 13, 15].

Example: A service provider, say a provider
of communication bandwidth, may have multiple
access points. Each one of these experience dif-
ferent congestion, based on the time of the day.
One of the access points of our service provider
may offer high bandwidth with noticeable delays,
which would make it suitable for web browsing
and email synchronization, but not as suitable
for voice over IP (VoIP) applications. A user
primarily interested in VoIP may have a poor im-
pression of the quality of service (QoS) offered,
whereas another user, interested in accessing his
email, would have a much more positive opinion
of the service provided to him.

4. CERTIFICATE STRUCTURE

Components and their sizes.In the following we will con-
sider a set of four Merkle trees. A first with leaves relating
to different user clustering, a second with leaves correspond-
ing to time, a third in which the leaves represent geographic
location and a fourth one in which the leaves correspond to
different access points. In addition, the Merkle tree struc-
ture will be combined with hash chains, where higher rec-
ommendation values are preimages to lower values.

Hierarchical ordering.We will put together the above
described components in a way that minimizes the compu-
tational cost for generation and verification of recommenda-
tions. Let us first focus on what arrangement would min-
imize the verification costs for the average user. We can
make the following observations:

• If a node has verified the correctness of a given leaf
of a Merkle tree, then the cost of verifying the cor-
rectness of a neighbor leaf will never be higher than

2It is possible to combine both methods in a so-called hybrid
system, which is expected to remedy the disadvantages of
both the local and the global systems to some extend.
3The issue of how feedback is given and interpreted is or-
thogonal to our solution and is not discussed in this paper.

that of verifying the correctness of a more distant leaf.
Most of the time, the cost of verifying a neighbor leaf
will be substantially lower than that of verifying the
correctness of an arbitrary leaf.

• The preferences of a user change very rarely, except in
the case where the preferences depend on the applica-
tion the user is running. There, a user is likely to have
a low number of fixed preferences. It is likely that one
can arrange users in cliques based on their preferences,
given knowledge of the application in question.

• Stating the obvious, we have that time changes the
same way to all users, and in a predictable way. (More
generally, it is sufficient for the proposed solutions in
this paper to assume a system which provides loose
time synchronization.)

• Almost as obvious, we have that users move between
(or stay within) geographic neighborhoods in a contin-
uous manner, making it possible to anticipate a user’s
future location given his current location.

The above components can be put together in a variety of
ways. We will start by describing one such way. We will later
analyze the associated costs of this combination and order of
building blocks, along with those of some alternatives. We
will show that the combination described in the sequel is
particularly well-suited for VANETs (see Sections 6 and 7).

1. We let the top-level Merkle tree be that relating to
the user clustering. Here, the root is a value that is
associated with a given attribute authority, and the
leaves correspond to different clusters of user prefer-
ences; some of these are application specific. Each
user would be informed by the attribute authority of
what clusters he belongs to, which is determined given
the feedback generated by the user. In Figure 3, we
give an example of a user clustering.

Cluster 3

Cluster 2

Bandwidth

Delay

Cluster 1

Figure 3: The clustering of these 15 users yields
three clusters. Cluster 1 represents high bandwidth
and high delay corresponding to downloading music.
Cluster 2 with medium bandwidth and low delay is
well-suited for VoIP. Cluster 3 is for sending text
messages, requiring low bandwidth only, and toler-
ating relatively large delays.
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2. Let the second-level Merkle trees correspond to time.
The root of this Merkle tree coincides with a leaf of
the first Merkle tree. There will therefore be the same
number of second-level Merkle trees as there are leaves
of the top-level Merkle tree. The first leaf of a second-
level Merkle tree corresponds to a first time interval;
the second leaf to a second time interval, and so on
until a last leaf, which corresponds to the last time
period that can be represented by the system without
performing a replacement of the Merkle trees.

3. The third-level Merkle trees correspond to geographi-
cal location. While the predicate of being a neighbor is
one-dimensional in standard Merkle trees, we propose
a novel structure below, suited to map geographic lo-
cations to Merkle tree leaves in a continuous fashion.
We refer to this new structure as a spatial Merkle tree.
The root of the third-level (spatial) Merkle-trees coin-
cide with the leaves of appropriate second-level Merkle
trees, and the leaves correspond to geographic neigh-
borhoods.

4. The fourth-level Merkle tree is used to represent dif-
ferent access points within one geographical neighbor-
hood. Thus, each leaf of this tree corresponds to a
different access point. Here, different access points in
one geographical neighborhood may often be run by
different service providers, but this is not a require-
ment of the solution. As before, the root of this tree
coincides with a leaf of the tree on the level above.

5. On a fifth-level, we use a hash chain representing rec-
ommendation values. The end-point of the hash chain
coincides with a leaf on the fourth-level; each consec-
utive preimage of the endpoint corresponds to an in-
creasingly better recommendation.

We illustrate this organization in Figure 4. Note that other
organizations of the components are also possible, and lead
to different computational trade-offs between different par-
ties; we discuss such variations in Section 7.

How are the values chosen.The values of the above
tree structure are chosen as follows: The left-most nodes
on level-5 are independent random numbers from a large
enough interval that they cannot be guessed. The node
neighboring the left-most node is computed as the hash of
the left-most node value. all the values of the remaining
nodes on level-5 are computed as functions of the value of
the node that is their neighbor to the left4. The value of
each level-4 leaf is a hash function of the value of the right-
most level-5 node. The values of all remaining nodes of the
tree are hashes of the values of all of their children. In other
words, the values of all nodes (but the left-most level-5 val-
ues) are functions of at least one left-most level-5 value. The
value of the root is a function of all left-most level-5 values.
Note that the value of the root is constant after these values
have been selected. In other words, the root value does not
change when a certain set of values are disclosed.

4In case different size hash chains are used, the values should
be computed as a function of the length of the chain as well
as the neighbor to the left.

�
�
�
�

Level 2

Level 1

Cluster i

Level 3

Time Interval j

Access Point lLevel 4

Geographic Location k

Recommendation
Level 5

Figure 4: The root value of level-1 is publicly known.
The black objects are the ones to be authenticated
on each level. The authentication path consists of
the white squares, which are the siblings to the cur-
rent path.

Who knows what values.The root value is public, and is
assumed to be known by everybody. The nodes on level-5
are all secret until disclosed — such a disclosure corresponds
to the issuance of a certified recommendation. All the nodes
in between are neither secret nor public in the sense that
anybody is allowed to know these values, but nobody is as-
sumed to know them. All left-most level-5 values are either
known by the attribute authority, or can be generated using
some pseudo-random function from some seed known only
to this party. The latter is the most practical. For concrete-
ness, the attribute authority can compute the ith left-most
level-5 value as hash(seed, i), where seed is a random and
secret value known only to the attribute authority.

Binding the identity of the AP to a recommendation.A
recommendation corresponds to a node in the level-5 chain
of the tree structure, with a higher (better) recommendation
corresponding to the value of a node further to the left in
the chain. So far, we have not discussed the binding of an
identity to the recommendations. This can easily be done
by indexing the hash function used for the computation of
the level-4 leaves using the identity of the access point that
the recommendation corresponds to. In other words, instead
of letting this leaf’s value be computed as hash(n), where
n is the value of its child, one would let it be computed
as hash(n, id), where id is the identity of the access point.
This has to be done at setup time, when the root of the
tree is computed, and corresponds to a setting in which the
lowest recommendation that can be given corresponds to the
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disclosure of the value of the right-most level-5 node. No
other hash functions in the tree would have to be indexed
in order for this binding to be implemented5.

4.1 Spatial Merkle trees.

Partitioning a multi-dimensional structure.We can par-
tition any square two-dimensional structure (such as a map
of some area) in four squares of the same size. Each such
square, in turn, can be partitioned into four squares, and
so on. This gives us a hierarchical partitioning of the map
into squares of decreasing size. (Similarly, a t-dimensional
structure can be partitioned into hypercubes of the same
dimension.)

Mapping a multi-dimensional structure to a tree.We
associate the largest square with the root of a tree. Each
node n of the tree is associated with a particular square s
in the two-dimensional structure, where the four children
nNW , nNE , nSW , nSE

6 of the node s correspond to the four
squares s1, . . . , s4 that make up s (see Figure 5). Thus, a
two-dimensional structure can be represented by a Merkle
tree with fan-out four. (Similarly, a t-dimensional structure
can be represented by a Merkle tree with fan-out 2t.)

s

NW NE

s s

s s

1 2

3 4

n

n n

SW

Figure 5: The square s is associated with node n
which has four children nNW , nNE , nSW , nSE where
the latter is once again divided into four squares
etc.

Using a Spatial Merkle tree.By organizing the tree as
above, we have that two geographical locations in the prox-
imity of each other will correspond to two leaves of the spa-
tial Merkle tree, which are also in each other’s proximity.
The latter means that they share a large portion of the path
between individual leaves and root (at least in the common
case), and thus, that the representation of one is similar

5A certificate is implicitly bound to a particular cluster, time
interval and geographic location by means of the location
and size of the respective trees. For example, the further left
a leaf is in the second-level tree, the earlier a time interval it
is. Moreover, the granularity is determined by the height of
the respective tree (see also Section 5 for possible parameter
choices).
6NW, NE, SW, SE for northwest, northeast, southeast and
southwest.

to the representation of the other. This in turn will imply
that the computational task of verifying the correctness of
information associated with one leaf will overlap with the
computational task of verifying the other; the same goes for
generating the associated values. Therefore, given continu-
ous movement of nodes, their computational requirements
will be minimized when using a spatial Merkle tree repre-
senting the same number of dimensions (typically: two) in
which the nodes move.

5. USE OF CERTIFICATES

What is a certificate.An attribute certificate consists of a
bottom-level recommendation value and the authentication
path corresponding to this node. The authentication path,
as previously mentioned, consists of all the nodes that are
siblings to nodes on the path from the node representing the
recommendation value, and up to the root. This is depicted
in Figure 4. Note that the nodes on level-5 are part of the
authentication path, but only those nodes that are required
in order to verify the validity of the recommendation value
with respect to the known root value. When a user wishes
to verify the attribute certificate of a given node, this is the
information he is given. Note that such a collection of values
corresponds to a certain user cluster (as determined by the
branching on level-1). Therefore, if the user cluster of the
verifier is not known, a set of such collection of values has
to be sent over and verified.
The root of the top Merkle tree is publicly known, and

all lower-level values are verified with respect to this known
value. This is done by iteratively hashing the appropriate
nodes until a value corresponding to the root is obtained. If
this is equal to the known value, then the entire path is con-
sidered valid, along with the bottom-level recommendation
value.

What does the service provider need to store.In our
solution we have two service providers: The access point
who provides a service the user node is interested in and the
attribute authority who provides the certificates based on
which the user node will decide which access point it will
eventually use. While the attribute authority will store the
complete information for all Merkle trees and hash chains,
the access point will need to store only those authentication
paths he is associated with.
Note that an access point may be given authentication

paths in batches, where each batch contains several time-
consecutive authentication paths from level-4 and up. It
is only for the current time that the access point is given
a level-5 value, though, as its recommendation values for
future time intervals is not known. Later, during those time
intervals, the attribute authority may send over only the
appropriate level-5 recommendation value along with the
node it represents.
Note further that if time were not represented on level-2,

but lower down, then this would make such time-consecutive
attribute certificates have a greater portion of the authen-
tication paths in common, which would reduce the amount
of information to be communicated and sent to the access
point. It would also reduce the computational load of the
attribute authority, as we will see later on, but would also
increase the computational requirements for a typical mo-
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bile node. This suggests that there are various trade-offs
between various costs; we will examine these later on.

What does the attribute authority need to store.The
attribute authority selects a random and secret seed at sys-
tem initialization. From this, it generates all the left-most
level-5 node values, and from these, it generates the entire
tree, and output the value of the root. After that, the at-
tribute authority does, in principle, only have to store the
seed, since the entire tree can be re-generated from this,
and therefore, any portion can be regenerated from the seed
when this portion is needed. However, this is unnecessarily
costly from a computational point of view. The compu-
tational costs can be minimized by storing the entire tree,
but this is unnecessarily expensive from the point of view of
storage. To balance these two costs against each other and
minimize their product, one can use techniques introduced
in [7].

How is a certificate verified.Certificates are verified from
the bottom up. I.e., starting with each recommendation re-
ceived, the node will first work it’s way up the fourth Merkle
tree. Once the root of the fourth tree is verified, the node
will verify the root of the fourth Merkle tree which at the
same time is a leaf of the third-level Merkle tree by using
the verification information for the third tree. This proce-
dure is iterated for level-two Merkle tree. Eventually, the
node will verify the root of the second Merkle tree which
coincides with a leaf of the first-level Merkle tree using the
public root information of the first tree using the verification
information for the first tree.
For an example of this process, see Figure 4. There, the

black level-5 node is verified by first applying a hash func-
tion three times to obtain the level-4 leaf marked by a black
square. This value is then hashed along with the value of its
sibling, represented by a nearby white square. This results
in a level-3 leaf. This is repeated until a value corresponding
to the root is obtained; this is compared for equality with
the known root value. If these values are equal, then the
level-5 recommendation value, and all other black nodes in
the tree, are considered valid. Note that once a value is con-
sidered valid, future verifications sharing an authentication
path may end at with a comparison of this value (if stored).
This slightly reduces the computational requirements to ver-
ify time-consecutive or geographically nearby attribute cer-
tificates. In particular, it is beneficial when a verifier wishes
to check the validity of several attribute certificates corre-
sponding to different access points in the same approximate
geographic location. These certificates will have in common
a very large portion of the authentication path, as can be
seen from Figure 4.

How is a certificate generated and updated.For each
time interval, the attribute authority has to generate one
attribute certificate for each access point and user cluster.
It sends a set of such attribute certificates to each access
point, who stores them. The attribute authority may also
send attribute certificates directly to verifiers.
Studying Figure 4, it is easy to see that several access

points in one geographical location will share a large por-
tion of their authentication paths. This suggests that much
of the work of the attribute authority to generate attribute
certificates can be batched with respect to geographic loca-

tion, with great computational savings. Similarly, the au-
thentication paths of time-consecutive attribute certificates
for a collection of access points also have a common compo-
nent. This points to the benefits of storing partial results for
the next time unit. This observation is further elaborated
on in [7, 14], where almost optimal amortization techniques
are proposed. The same techniques, referred to as fractal
traversal, can be applied to the structures we consider. In
Sections 6 and 7, we will study the exact costs for a variety
of related authentication structures.
Finally, we observe that the authentication paths for sev-

eral subsequent time intervals may be generated and sent in
batches to the certified nodes. While this does not reduce
the computational costs of the attribute authority, it does
reduce the communication overhead between this entity and
the certified nodes (the service providers.)

How is the recommendation level modified.The hash
chains representing recommendation values are constructed
such that elements in the hash chain closer to the end of the
chain correspond to lower values of recommendation. I.e.,
the value of recommendation for vi+1 is lower than that of
vi. Consequently, it is impossible to lower the recommen-
dation for a particular setting before the end of the current
time interval. (Instead, the attribute authority would wait
until the next time period to re-issue a certificate with a
lower recommendation). On the other hand, it is possible to
increase recommendation during a time interval by giving a
preimage to a previously issued image of the hash chain.
Once a time period ends, all attribute certificates associ-

ated with that time period expire, and have to be replaced
with new attribute certificates. Since the authentication
paths of two consecutive certificates may coincide to some
extent, some portion of the new certificate may be equal
to the old certificate. The remainder would correspond to a
new path down the tree, for a new time period, and with the
appropriate recommendation value disclosed. The latter in-
volves the disclosure of a level-5 node value in the portion of
the tree that the new time period (and all other parameters)
correspond to.

Possible parameter choices.As indicated in Figure 2, the
depicted graph allows for representation of 16 different ge-
ographic locations. In reality this is not sufficient. In or-
der to obtain a finer granularity, and cover a large enough
area, a much larger tree is needed. The example suggests
an area of 0.14 square kilometers per leaf which implies the
use of a complete tree of height 30 in order to evenly cover
the earth. The height of the tree can be reduced by repre-
senting a smaller area. Furthermore, using incomplete trees
instead allows for the application to adjust to geographic
particularities, i.e., provide locally increased granularity for
densely populated areas and leave those parts of the tree
empty which correspond to sparse areas.
Representing a time granularity of one day requires a com-

plete binary tree of height 9 to cover approximately one year.
Just adding one additional level, allows for almost three time
intervals per day.
The parameter choices for the number of clusters and ac-

cess points depend directly on the application as well as the
number and kind of users.
The length of the hash chain determines the number of dif-

ferent levels of recommendation. For example, a hash chain
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of length three allows to distinguish between low, medium
and high recommendation. The longer the hash chain is, the
more levels of recommendation can be implemented.

6. COST ANALYSIS

Attribute authority’s cost.Using the fractal traversal
techniques described in [7], we can amortize the computa-
tional task of generating time-consecutive sets of certificates.
This technique requires a total of 2 logN/ log logN units of
computation and less then 1.5log2N/ log logN storage units.
Here, the value N corresponds to the number of leaves

of the tree that is obtained by removing all nodes that do
not belong to a tree indicating a time interval, but which
are descendants to such a node. If we call the original tree
T , we call the tree that results from such an operation T ′.
In Figure 2, this corresponds to keeping all nodes that are
part of a level-1 or level-2 tree, but removing all other nodes.
Note that we do not remove any nodes; the above description
is only made to allow the reader to visualize what the value
N corresponds to. In other words, T ′ is merely used to
describe the costs, and not used in the actual computation.
One unit of computation corresponds to the cost of com-

puting one node; this can be approximated by the computa-
tional effort associated with computing the associated hash
function evaluations, given that these dominate the costs.
It can be seen that in order to compute the value of one
of the leaves of T ′, one actually has to compute the entire
subtree of descendants of the corresponding node of T . This
is so since the nodes of this subtree will not be stored by the
algorithm specified in [7]. On the other hand, the values
of nodes of T that correspond to a node in T ′ will (un-
der certain circumstances) be stored after being computed.
Therefore, it will be less expensive to compute nodes of T
that correspond to internal nodes of T ′, than to compute
nodes of T that correspond to leaves of T ′. To simplify the
analysis, however, we use the cost of computing the leaves of
T ′ as the cost of computing any node of T ′; this clearly cre-
ates an upper bound of the actual costs. To further simplify
the analysis, we assume that T is a binary tree, i.e., that the
nodes of the subtree describing geographical location do not
have four children. Such a structure could indeed be used,
but would make the mapping less convenient.
Turning to the cost of computing a node n of T that is a

leaf of T ′, we see that this cost depends directly on the height
H ′(n) of the subtree to which n is the root. This cost is ap-

proximately 2H′(n), not taking into consideration the cost of
generating the leaves of T from the random seed. This gives
us an upper computational bound of 2H(n) logN/ log logN
per node of T ′. We will ignore the exact storage costs in this
analysis, noting that it will be very close to that in [7], using
the value N to denote the leaves of the tree T (as opposed
to T ′).
We note now that the above operation has to be performed

once for each valid branch of all subtrees above the subtrees
describing time intervals. Here, we say that a branch is valid
if and only if it is used for at least one attribute certificate
using the time interval in question. Turning to Figure 2,
we see that this corresponds to the number of leaves L of
the tree of level-1. Refer to the height of T as HT , and the
height of T ′ as HT ′ . We see that H(n) for a leaf n of T ′

equals HT − HT ′ . More generally, therefore, we have that

L = 2HT ′ /τ . Here, τ is the number of leaves of a subtree
describing time intervals, or on other words, the number of
time intervals for which our proposed system can be used
after being setup. Remember now that N = 2HT ′ .
Thus, we see that the computational task per time interval

is upper bounded by 2HT ′ ×2(HT −HT ′)HT ′/(τ log logHT ′).
It is clear that the impact of the height of T ′ dominates
this cost, suggesting that it is beneficial to let the subtrees
indicating time interval be close to the root of T for the
sake of reducing computational complexity for the attribute
authority.

Verifier’s cost.The cost of verifying an attribute corre-
sponds to the size of the authentication path that needs to
be taken, i.e., which is included in a certificate and which has
not previously been taken. (This assumes that the verifier
stores appropriate nodes of already verified authentication
paths, which is easy to schedule how to do.) This means
that the more similar two consecutive authentication paths
are, the better. What changes between two verifications?
Time could tick up one (or more) steps; the location could
change; the cluster may change (although it is not as likely).
If we elect to model aspects of the attribute certificate (such
as time, or cluster) in a way that less frequently changing
aspects are kept close to the root of T , that will therefore
minimize the computational cost for the verifier.
Let us now consider a few examples of variations of the

description given in Figure 2.

7. VARIATIONS
Keeping this description brief, we see that if the aspect of

the tree corresponding to time is far from the root, then this
will cause a drastic increase of the computational costs of
the attribute authority, while keeping time and other rapidly
changing aspects far from the root will minimize the cost
for the verifier. The tradeoff is far from fair, though, as
the attribute authority experiences an exponential increase
(or decrease) of costs in terms of the distance of the time-
subtree from the root, while the increase/decrease is only
linear for the verifier.
If we consider a verifier that is unlikely to move fast, then

it is better for this node to have geographical distance on top
of the time in the tree than the other way around. Rapidly
moving nodes, on the other hand, will benefit from time be-
ing modeled above location in the tree. This also is beneficial
to the attribute authority, as we have seen.
Verifiers with rapidly changing clusters may benefit from

the clustering being modeled far from the root; however, if
the verifier switches between a small set of clusters, avoiding
a majority, then this is not of high importance. The latter
is the typical case for a user running a small set of applica-
tions, each one of which corresponds to a particular cluster.
Therefore, and as we suggested in Figure 2, clustering may
be high up in the tree.
If the verifiers have acutely low computational ability,

static preferences, and does not move, then time should be
on the very bottom. On the other hand, mobile verifiers
with reasonable computational ability can afford time being
high up. This supports the use of the structure we have pro-
posed for VANETs, and supports the approximate ordering
of aspects, as given in Figure 2.

45



8. SECURITY CLAIMS
The purpose of the system is for an inquiring node to ob-

tain a certificate for the recommendation of an access point
(at a particular location at some point in time with respect
to a particular service) in order to eventually decide which
access point to use for a particular service. As explained ear-
lier, the individual access points store the certificates they
are associated with. It is in the interest of the access point
to have as high a recommendation as possible in order to get
as much business as possible. In turn, for the inquiring node
it is crucial to obtain the correct recommendation in order
to assure that he will be able to choose the service provider
offering the best service for his needs.
Consequently, the system is considered to be secure if an

unauthorized improvement of the recommendation is impos-
sible. By construction, elements in the chain closer to the
end of the hash chain correspond to lower values of recom-
mendation. Thus, improving the recommendation requires
the knowledge of an element in the hash chain that is closer
to the beginning of the chain. Since the hash chain was gen-
erated as vi+1 = h(vi) (0 ≤ i < n), an unauthorized increase
of the recommendation requires inverting the hash function
h. However, h is a candidate one-way hash function such
as SHA-1 [4], i.e., it is easy to compute h(n) for all n, but
computationally infeasible for a given n′ to find any n such
that n′ = h(n). Thus, the system is computationally secure
as an unauthorized improvement of the recommendation is
computationally infeasible.
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